
Evaluating SSH for Modern Deployments

Proposing a solution for enterprise access management
with composable certificates

Submitted in partial fulfilment of the requirements of the degree of

BACHELOR IN CYBER SECURITY

of Noroff University College

Thomas Thaulow Stöcklin

Stabekk, Norway

May 2022



Evaluating SSH for Modern Deployments

Noroff Univercity College

Thesis for the Degree of Bachelor in Cybersecurity

Department of Computing

Submitted 25/05/2022;

Supervisors

Prof. Fabricio Bortoluzzi

I declare that the work presented for assessment in this submission is my own, that it has not previously been

presented for another assessment, and that work completed by others has been appropriately acknowledged.

test

Open Access In memory of Aaron Swartz, this article is licensed under Creative Com-

mons Attribution 4.0 International License. It means that unrestricted use, sharing,

adaptation, distribution, and reproduction in any medium or format are allowed, as long as the original author(s) and

the source are appropriately credited, a link to the Creative Commons license is provided, and any changes made are

indicated. To view a copy of this license, please visit http://creativecommons.org/licenses/by/4.0/.

Please consider sharing your research

Thomas Thaulow Stöcklin 2022

http://creativecommons.org/licenses/by/4.0/


Special thanks to,

Fabricio Bortoluzzi
Noroff University College

and,

Ilja Livenson
University of Tartu





95%+ of SSH keys inmost enterprises have no passphrase, 10% root access, 90% nobody knows

why they are there.

- Tatu Ylonen, Creator of Secure Shell
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your friends say. Consider the effects, consider the alternatives, but most importantly, just

think.
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Abstract

The SSH protocol originated from the need of encrypting clear-text data packets traversing public

networks to mitigate man-in-the-middle (MITM) attacks, and relied on direct communication

between clients and servers using asymmetric encryption. With the rapid change in technology,

such as the introduction of virtualization and cloud-native computing, many of the initial security

assumptions for the SSH protocol are no longer as valid as they used to be. Due to Internet

of Things(IoT) and the general demand for computing growing worldwide, this increased the

number of physical devices. Furthermore, this increase is also coupled with enhanced use of

virtualization further increases the number of nodes. The higher amount of endpoints means

that previous ways of managing access keys and user permissions might not be as sustainable as

they once used to be. This paper investigates the current implementations of the SSH protocol,

comparing the state of the technology from 1995 to 2022 for any major changes in how we

conduct computing, that could result in the protocol not being as effective or safe as from its

initial scope back in 1995. By looking at best practices for securing enterprise IT environments,

the paper further proposes a solution for replacing SSH with the open-source project Teleport,

enabling role-based access controls (RBAC), session auditing and logging, disposable certificates

with authentication on a per-session basis, as well as privilege escalation on demand to support

modern security concepts such as least privilege and zero trust. Finally, the paper proposes using

OpenID Connect(OIDC) with Keycloak, enabling fast deployments in organizations with existing

user databases, such as Active Directory, Keycloak, OKTA, and similar platforms. This enables

organizations to make use of their existing Identity and Access Management (IAM) for user

and group management, handling device access and user permissions through Teleport. The

end result should be unified access to all IT infrastructure and applications while following best

practices for today´s use of technology.

Keywords: SSH, RBAC, Teleport, Keycloak, OIDC, Session Auditing.
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Preface

This dissertation has been written to fulfill the graduation requirements of the Cybersecurity

program at Noroff University College. I was engaged in researching and writing the thesis

between September 2021 to May 2022.

The thesis was undertaken as a custom proposition, a consolidation between the program lead

Professor Barry Irwin, and then accepted by Professor Fabricio Bortoluzzi in September 2021.

The basis of this project is my attempts to start a public cloud provider, making use of the

open-source platformWaldur, a distributed cloud management platform funded by the Estonian

company OpenNode, the University of Tartu, and the European Unions Horizon 2020 program.

One of the main challenges of being a small startup in the cloud space was the limited availability

of IPV4 blocks. This meant making use of SNI-Routing (Server Name Indication) in order to

reuse IP addresses for multiple customers. By inspecting packets for SNI headers, we were able

to read the destination of encrypted packets in the packet header, making it possible to route

packets based on destination domain names.

While such an approach would enable the reuse of IPV4 addresses, the main problem was that

the SSH protocol is one of few protocols not carrying any SNI headers, making it impossible to

read the destination address of encrypted packets. This led to research of possible solutions, such

as implementing bastion hosts, encapsulation of SSH packets, replacing the SSH protocol itself,

and others. Most of them did not provide sufficient security or usability.

Since Waldur is a distributed cloud management platform, I started discussing with Mr. Ilja

Livenson a possible implementation of the open-source access management project Teleport.

Waldur already had support for SSO (Single Sign-On) through IAM (Identity AccessManagement)

platform Keycloak, therefore a similar solution with Teleport would allow the implementation of

the single sign-on access from Keycloak, supporting both ordering and management of cloud

resources through Waldur as well as direct access to mentioned resources through Teleport. This

would give a drop-in replacement for SSH, providing direct access not only to servers but also

ix
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to Kubernetes clusters, databases, and applications, while also enabling the use of SNI-routing,

RBAC (role-based access controls), and tools to help implement the concepts of least privilege

and zero-trust.
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Nomenclature

The paper has been written for a global audience. However, across the world of computing,

different terms can be used for the same things as well as abbreviations shared with different

meanings. In an attempt to ensure transparency and readability, a list has been compiled with

terms and definitions that could be otherwise confusing.

ACRONYMS

AAA Authentication, Authorization,

Availability

ABAC Attribute-Based Access Control

AD Active Directory

BCC BPF Compiler Collection

BPF Berkeley Packet Filter

CA Certificate Authority

CD Continuous Deployment

CI Continuous Integration

CIA Confidentiality, Integrity, Avail-

ability

CNA Cloud Native Application

CSP Cloud Service Provider

DAC Discretionary Access Control

DNS Domain Name System

DNSSEC Domain Name System Security Ex-

tension

ELK Elasticsearch, Logstash, Kibana

FIM Federated Identity Management

HSM Hardware Security Module

IAM Identity Access Management

IDaaS Identity as a Service

IDM Identity Management

IdP Identity Provider

IETF Internet Engineering Task Force

IoT Internet of Things

IP Internet Protocol

ISO International Organization for

Standardization

JIT Just In Time Access

LAN Local Area Network

LDAP Lightweight Directory Access Pro-

tocol

MAC Mandatory Access Control
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Technology

OIDC OpenID Connect

PAM Privileged Access Management

PII Personal Identifiable Information

PIM Privileged Identity Management

POLP Principle of Least Privilege

POSIX Portable Operating System Inter-

face

PXE Preboot Execution Environment
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RFC Request For Comment

SAML Security Assertion Markup Lan-

guage

SIEM Security Information and Event

Management

SNI Server Name Indication

SOA Service Oriented Architecture

SSH Secure Shell
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SSL Secure Socket Layer

SSO Single Sign On

TCP Transmission Control Protocol

TIS Trusted Information System

TOFU Trust on first use

TTL Time To Live

VCS Versioning Control System

XaaS Everything as a Service

ZTA Zero Trust Architecture
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CHAPTER 1

Introduction

1.1 MOTIVATION

Before the launch of the External Gateway Protocol (EGP), the Transmission Control Protocol

(TCP), and the Internet Protocol (IP), marking the start of the internet in 1982, computers were

connected through standalone Local Area Networks (LAN), small internal networks within

buildings or campuses, enabling interconnectivity for its computing devices (Zakon 1997).

The devices on the local networks were managed by a remote management software known

as Telnet, first released in 1969 as a debugging tool, at the same time as the release of the first

iteration of the internet known as ARPANET, the first connected node at the University of

California’s Network Measurement center as well as the first Request For Comment (RFC-1)

from the Internet Engineering Task Force (IETF) (Zakon 1997).

When managing devices on a network, Telnet sends unencrypted clear-text packets through the

network. This was not a security concern at the time, since the traffic was internal to the local

networks, and the risks surrounding the use of the internet had yet to be apparent. The internet

was mainly used for academic and defense purposes, where the defense sector utilized dedicated

overlay networks for protecting its confidentiality, whereas academia was not considered a

security concern and therefore operated with the same tool already introduced for managing and

debugging devices in local networks from 1969. This meant that even though the environment

had changed from contained networkswithin its own perimeter to internationally available public

networks, the software tool designed for local area networks was sending clear-text transmission

of packets outside their trusted networks and into the public domain. This resulted in confidential

data, such as passwords, being sent in clear-text over public unsecured networks, interceptable

and readable by anyone (Fidler 2017).
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4 ▶ CHAP. 1 INTRODUCTION

Following a sniffing attack against the Finish university network in 1995, a cryptographic network

protocol named Secure Shell was introduced by the Finish researcher Tatu Ylönen to ensure

integrity and confidentiality of data under transmission, combating sniffing attacks by using

asymmetric encryption between two communicating devices (SSH.COM History - Part 1 2021).

The Telnet protocol was designed for the current environment in 1969, solving a problem for a

fixed set of security conditions for the state of local networking at that given time. A time when

networks were local and considered secure. When these conditions changed over time, be it due

to rapid changes in technology or changes in the environment, organizations needed to ensure

the security conditions the tool was built for, were still relevant for the current use.

The question arises if there have been any major changes in the way of using the Secure Shell

protocol in 1995 compared to how it is used in 2022; from traditional client-to-server connections

to aworldwhere virtualization, cloud-native, and IoT has increased the number of nodesmanaged

per organization as well as increased the overall network complexity. Most importantly, has

the Secure Shell protocol adapted itself to the fast pace of technology, or are the initial security

conditions from its creation in 1995 broken, possibly impacting the security of the protocol itself?

What needs to be done to ensure safe usage of the protocol and to follow modern computing best

practices?
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1.2 OBJECTIVE AND SCOPE

The objective of this paper is to look at the state of the Secure Shell protocol, comparing the state

from its creation in 1995 with its current usage in 2022. The focus is on technological changes

within this time period as well as on modern best practices. For this, we will consider different

authentication methods suitable for enterprise environments and how these can be secured in

complex environments with large amounts of devices, users, automation, and permissions.

The paperwill look into how the current challengeswith Secure Shell (SSH) can be solvedwith

third-party modules as well as drop-in replacements for the protocol and how these replacements

can help support policies, procedures, and compliance to sustain the current workload of today

and tomorrow.

The final outcome of the paper will be a proposed framework for secure remote management

of devices, considering modern practices such as least privilege and zero trust. The paper will

also extend functionality in the Teleport core, enabling the OIDC connection of the open-source

access management platform Teleport with the identity and access management platform (IAM)

Keycloak, in order to facilitate a fast and cost-effective implementation of the proposed framework.

This would enable organizations to use their existing user database such as Keycloak, or with

Keycloak as a broker, to make use of Active Directory, OpenID Connect platforms, OKTA, and

other IAM solutions, for authenticating users in Teleport, enabling a per-session certificate

generation, session auditing, and authentication for remote devices access through Teleport.

To summarise the key objectives:

• Create a summary of security concepts, compliance, and best practices for remote manage-

ment and user authentication.

• Comparison of security challenges from SSH creation in 1995 versus current challenges.

• Study current problems with the SSH protocol as well as third-party tools for solving

mentioned issues.

• Propose a framework for remote management of devices, following best practices and

catering to modern challenges in computing in 2022.

• Publish a pilot, plug-and-play environment for the proposed solution
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1.3 OUTLINE

The thesis will be structured as follows:

• Chapter 2 introduces core concepts of access management, compliance, and best practices.

The chapter then continues to explain the SSH protocol before analyzing the change in

computing from 1995 to 2022.

• Chapter 3 evaluates the SSH protocol based on findings from chapter 2, going through

security challenges with the current implementation of SSH.

• Chapter 4 sets requirements for a potential proposal, mitigating the challenges from chapter

3. The chapter further proposes a framework for replacing SSH.

• Chapter 5 concludes the paper, by analyzing the progress of the objectives of the paper,

and the contribution of the paper. The chapter ends by looking at potential future work

on the topic.
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CHAPTER 2

Litterature Review

SUMMARY

This chapter describes various concepts relevant to the thesis, starting with an introduction to

the basics of access management, followed by types of systems used for managing users, groups,

and privileges. The chapter then continues to explain modern security principles such as zero-

trust and least privilege, before finishing with a short summary about compliance within access

management.

2.1 CONCEPTS OF ACCESS MANAGEMENT

When dealing with information security, there are three core principles that govern everything

we do from processes, controls, threats, and vulnerabilities. The CIA Trinity is a widely accepted

model with unknown roots, but each of its fundamental concepts can be observed from the

early years of computing, such as the 1976 access control model publication made for Honeywell

Multics, explaining the concepts of confidentiality (Bell and La Padula 1976), a 1987 publication

from Clark and Wilson explaining integrity (Clark and Wilson 1987), and while hard to find

any definitive answer to the introduction of availability, a blog post by the vice president of

the cybersecurity firm Dragos, Ben Miller, suggested the concept might have sparked interest

in 1988 due to the introduction of the Morris Worm (Ben 2022). The first publication with

all three concepts combined seems to have been a 1977 "Audit and evaluation of computer se-

curity" publication by theNational Institute for Standards and Technology (NIST) (Ruthberg n.d.).

To secure the CIA triad, controls and policies need to be put in place to ensure no unautho-

9



10 ▶ CHAP. 2 BACKGROUND

rized users can access, modify, disrupt, or in other ways affect the confidentiality, availability, or

integrity of any given system. One of these policies is known as Access Controls policies and is

defined by the National Institute for Standards and Technology (NIST) as "High-level requirements

that specify how access is managed and who may access information under what circumstances" (Hu,

R. Kuhn, and Yaga 2017). There are many access control policies available, but the most known

policies areMAC, DAC, RBAC, and ABAC, all policies that will be described further in 2.1.2 Access

Control Policies. Before continuing to the Access Control policies, we must first understand on

what basis access should be given, and what differentiates Authentication from Authorization.

2.1.1 Authentication, Authorization, and Accounting (AAA)

Proposed standard by the Internet Engineering Task Force (IETF) in 2003, last updated inOctober

2015, recommends the use of the AAA protocol

• Authentication is the "act of verifying a claimed identity, in the form of a pre-existing label

from a mutually known namespace, as the originator of a message (message authentication) or as

the end-point of a channel (entity authentication)."

• Authorization is the "act of determining if a particular right, such as access to some resource,

can be granted to the presenter of a particular credential." (Aboba and Wood 2003).

• Accounting is the"act of collecting information on resource usage for the purpose of trend

analysis, auditing, billing, or cost allocation."

(Aboba and Wood 2003) // // To summarise, authentication is the act of verifying the

identity of the user requesting access, while authorization is the act of determining what

access should be given to a user.

2.1.2 Access Control Policies

To detect the correct permissions for a user, we need to implement an access control policy to

determine the authorization, the second A in the AAA protocol. Numerous types of policies have
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been proposed, but only a few have gained traction, the most popular controls being Mandatory

Access Control (MAC), Discretionary Access Control (DAC), Role-Based Access Controls (RBAC),

and Attribute-Based Access Controls (ABAC). While some earlier models such as Access Control

Lists (ACL) and Access Control Matrixes(ACM) have existed, these are not considered sufficient

in huge environments due to their architectural design, making computing such lists expensive.

Of the currently used controls, each has its unique distinction in terms of how they grant access

based on different conditions, as specified below:

• Discretionary Access Control (DAC), as implied by its name, grants access at the dis-

cretion of an object owner, or anyone with the right to edit privileges to any given object.

Policies like DAC provide great flexibility for users but are not considered a control provid-

ing high-security assurance. Due to the high flexibility, DAC does not satisfy concepts like

least privilege, as any privileged user could copy an object to a lesser level label, enabling

access to an unprivileged user for the duplicated object, thereby breaking confidentiality.

• Mandatory Access Control (MAC), also known as lattice-based access control or mul-

tilevel security, is based on using labels for specifying access to certain files or objects

and is a way to centrally manage what objects should be available to what groups of users,

defined by labels. Such an approach removes users all rights for editing permissions, and an

individual object owner would not be able to give access or permissions to its own objects.

• Role-Based Access Control (RBAC) is based on the central idea that each user should be

given permissions based on their roles, mitigating employees using company tools at their

discretion. The notion of roles makes RBAC suitable for organizations and enterprises,

due to the access control surrounding the concepts from an organizational perspective.

Some downsides of this approach are that there exist no concepts of workflows or single

tasks, meaning that permissions can only be given strictly on roles.

• Attribute-Based Access Control (ABAC), as opposed to MAC, DAC, and RBAC with

user-centric solutions to access control, ABAC considers attributes, such as user-to-object

relations, dynamic information such as time of the day, the desired action as well as envi-

ronmental attributes when performing authorization (Khalaf 2017).
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2.1.3 Identity Access Management (IAM)

To enforce the access controls mentioned in Section 2.1.2, an Identity Access Management

platform is required. IAM governs the entire organization by managing users, access, and roles.

IAM is an umbrella term for a much larger concept, with subcategories such as Identity Providers

(IdP), Privileged Identity/Access Management (PIM/PAM), Identity as a Service (IDaaS), and

MFA/2FA (Multifactor Authentication/Two-Factor Authentication). In addition to IAM, some

organizations introduce Identity Governance and Administration (IGA) to monitor and audit

access, making sure that the IAM policies are, in fact, enforced (Cameron and Williamson 2020).

• Identity Provider (IdP) An identity provider is a service that creates, manages, and stores

digital identities, as well as provides authentication services to other applications as part of

a federation or network. While mostly used for verifying a user’s digital identity, IdPs are

not restricted to identifying only users, but can technically also identify any entity part of a

network, such as computers or other devices. The identity provider helps authenticate,

representing the first A in the AAA protocol.

• Privileged Identity/AccessManagement (PIM/PAM) A PIM/PAM helps create, manage

as well as grant privileged access to systems, ensuring only users that are approved to

access certain systems, are granted permission. Besides managing the permissions of users,

PIMs/PAMs also perform logging of privileged access using tools like session or keystroke

recordings, documenting actions taken by privileged users, making it possible to verify

policies as well as enforce accountability. The PIM/PAM helps authorize, representing the

second A in the AAA protocol, mentioned in the AAA protocol.(Purba and Soetomo 2018).

• Identity as a Service (IDaaS) Similar to identity providers, IDaaS is a service that creates

and manages digital identities. IDaaS acts as a managed identity provider, offering identi-

fication as a service to third parties. IDaaS often aligns well with modern concepts as a

Service-Oriented Architecture (SOA) (Emig et al. 2007).

• Multi-factor / 2-Factor Authentication (MFA/2FA) Two-Factor Authentication is the

concept of using 2 authentication means to verify the digital identity. Multi-factor au-

thentication is the concept where multiple authentication credentials are used to verify
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identity. Both MFA and 2FA incorporate one or more verification measures during the

login process, divided into three categories: Knowledge-based authentication utilizing

something the user knows, such as passwords; possession-based authentication, verifying

the user has an object confirming their identities, such as security keys, hardware/software

tokens, and IMEI; and at last Tertiary identification, using physical features of an individual

to verify the identity, such as biometric identifiers (Mohsin et al. 2017).

2.1.4 Single Sign-on (SSO) & Federated Identity Management (FIM)

Single Sign-On gives access to applications and resources within a single domain, enabling

users of an application to authenticate with a single set of credentials, for access to multiple

applications within the same domain. Federated Identity management enables single sign-on

to applications across multiple organizations or domains. One example of SSO is the one-click

access to self-hosted applications like Moodle and Ovirt for all students at a university. Federated

identity management, on the other hand, enables students of a university one-click access also to

third-party applications like Salesforce, ACMDigital Library, or Zoom.

To ensure that identity providers can communicate with applications and service providers, two

standardized protocols named the Security Assertion Markup Language (SAML) and OpenID

Connect (OIDC) were implemented to ensure interoperability between IdPs and other services.

While there exist some other protocols, SSO and OIDC represent most of the supported globally

SSO protocols (Celesti et al. 2010).

• OpenID Connect (OIDC) is built on the Authorization protocol OAuth 2.0, standardizing

parts of the protocol that are not standardized; such as implementing JSONWeb Tokens

as ID Tokens. OIDC is widely used on consumer websites and mobile applications and is

specialized in authenticating real users. OIDC is considered an FIM due to the fact it does

not restrict its use to single domains.

• Security AssertionMarkup Language (SAML) focuses more on single sign-on for enter-

prise use across different applications and relies on the exchange of XML SAML messages

for authentication. As with OIDC, SAML does not restrict itself to single domains, catego-

rizing it as an FIM.
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• Kerberos, as opposed to the other mentioned protocols mainly used on web platforms,

Kerberos focuses on physical devices such as computers running Linux and Windows

and is together with LDAP one of the authentication protocols used in Microsoft’s Active

Directory. Kerberos is considered an SSO due to its requirement of sharing the same

domain from the IdP with its connected services.

Besides thementioned protocols, there are some other notable protocols, that do not fall either

under the SSO or the FIM classification. These protocols target on-premise installations and are

used mainly for authenticating devices to networks, typically seen from the more traditional data

center or workspace environments. Remote Authentication Dial-In User Service (RADIUS) is one

of these protocols, known for managing on-premise and remote network access, providing all the

A’s in the AAA protocol. RADIUS also relies on other protocols such as Lightweight Directory

Access Protocol (LDAP) and Simple Object Access Protocol (SOAP), while it itself acts as an

intermediate service brokering the connection due to its flexibility, supporting a range of features

to extend its core functionality. LDAP is a protocol helping applications query user information

from servers and is the foundation forMicrosoft Active Directory as well as the RADIUS protocol.

While being fast to implement, the protocol is not as flexible as its counterparts, lacking in features

such as MFA (Herrmann n.d.).

2.2 COMPLIANCE

Compliance is a key part of any business, ensuring that the business meets the expected controls,

often enacted by regulatory authorities, law, or industry expectations, to protect the confiden-

tiality, integrity, and accessibility of the organization’s stored data. When dealing with access

management in particular, there are many pitfalls that need to be taken into account, especially

when it comes to storing personal information. Therefore, organizations need to consider several

concepts when designing their IAM solution, especially when managing access to confidential

information and databases.

It is important to determine what information the organization processes and stores, especially

related to Personal Identifiable Information (PII) and Personal Health Information (PHI), as many

regulations require additional controls for such data. In addition, the organization needs to

determine which territories and countries they operate in, both in physical presence as well as in
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customer locations, as different regulations target different scopes.

This paper will not go in-depth into the different laws governed around the world nor into all

the industry-specific security standards. We will, however, go through the most known laws and

frameworks and extract the core requirements for an IAM.

2.2.1 Legislation

• International Privacy LawsWhile some privacy acts such as the GDPR & ePrivacy (Eu-

rope), CCPA (California), LGPD (Brasil), POPI (South Africa), Pipeda (Canada), COPPA

(US), SHIELD (New York), and the APP (Australian Privacy Principle) have gathered atten-

tion online, most countries around the world have existing or introduced laws governing

the handling of personal data. Though targeting different territorials and approaches to

data privacy, the majority of the laws share the same requirements in terms of disclosing

the handling of as well as requiring a legal basis for processing personal data. Previously, it

was sufficient for organizations to build an IAM architecture based on prevention, now the

new privacy rules make detection and remediation equally important, adding requirements

for auditing and logging of all services.

Article 5 of the GDPR states that "Personal data should be processed in a manner that en-

sures appropriate security of the personal data, including protection against unauthorized or

unlawful processing and against accidental loss, destruction or damage, using appropriate tech-

nical or organizational measures" (Regulation (EU) 2016/679 of the European Parliament and

of the Council of 27 April 2016 on the protection of natural persons with regard to the process-

ing of personal data and on the free movement of such data, and repealing Directive 95/46/EC

(General Data Protection Regulation) (Text with EEA relevance) 2016). The technical and

organizational measures for protecting the confidentiality, integrity, and availability of

data lie within the scope of an IAM, governing who gets access to the data. Implementing

proper access policies as well as multi-factor authentication assures that only authorized

users are able to access privileged or confidential resources. By combining these with

RBAC, also privileges are created, updated, and deleted at all times, depending on the priv-

ileges given to any role for the user, to further strengthen the organization’s access controls.
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Article 32 from the GDPR states that "the ability to restore the availability and access to

personal data in a timely manner in the event of a physical or technical incident;" (Regulation

(EU) 2016/679 of the European Parliament and of the Council of 27 April 2016 on the protection

of natural persons with regard to the processing of personal data and on the free movement of

such data, and repealing Directive 95/46/EC (General Data Protection Regulation) (Text with

EEA relevance) 2016). Using an IAM, it enables logging of users gaining access to data, and

combined with auditing or logging tools, can help identify what personal data has been

affected by a breach, and would result in faster restoration of environments as well as

identifying the affected data.

Article 5 from the GDPR states that "Personal data should be ... adequate, relevant, and

limited to what is necessary in relation to the purposes for which they are processed (‘data min-

imization’);" (Regulation (EU) 2016/679 of the European Parliament and of the Council of 27

April 2016 on the protection of natural persons with regard to the processing of personal data and

on the free movement of such data, and repealing Directive 95/46/EC (General Data Protection

Regulation) (Text with EEA relevance) 2016). The paragraph restricts the use of collecting

data on subjects that is not necessary. Also here, the IAM can enforce expiration policies,

deleting any users and user data when not needed, thereby limiting the scope of user data

stored. In addition, the IAM allows for centralized management of users, enabling the use

of federated identities for storing data only once, removing the need for dedicated user

accounts and the storage of data on a per-application basis.

Another requirement applicable to many of the privacy acts around the world is required

consent. This means the IAM needs to record a user’s consent for having their data pro-

cessed as well as giving the data subject a choice of retracting their consent at any time.

Therefore, an IAM needs to update access rights based on customer preferences as well as

organizational changes to satisfy the compliance requirements of the legislation.

• Sarbanes Oxley Act (SOX) While only applicable to publicly traded companies, the

Sarbanes Oxley Act (SOX) covers mostly financial services such as banks and insurance
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companies. The act ensures the integrity and security of financial reporting. This is accom-

plished by mandating internal controls for securing both digital and physical assets. The

requirements are centralized management of access management and identity governance,

auditing for user privileges and permissions as well as automated logging for auditing

and compliance. The most relevant sections for IAM are section 302 "covering Corporate

Responsibility for Financial Reports" (SOX Section 302: Corporate Responsibility for Financial

Reports 2022) and section 404 "Management Assessment of Internal Controls" (SOX Section

404: Management Assessment of Internal Controls 2022).

• PSD2 and Open Banking Other legislation covering the financial sector is PSD2 and

Open Banking, an update on the 2007 EU directive on payment services. Financial institu-

tions operating within the European Union are required, by consent of the user, to provide

access to customer data to third parties by the use of open APIs. By using IAM systems,

financial institutions are able to provide federated access management to third parties,

while safely storing identity, policy, and consent (Wich, Nemmert, and Hühnlein 2017).

• The Health Information Technology for Economic and Clinical Health (HITECH)

The Health Information Technology for Economic and Clinical Health (HITECH) Act and

The Health Insurance Portability and Accountability Act (HIPAA) are US laws regulat-

ing the privacy of health information and expanding the adoption of health information.

Companies covered by HIPAA need to ensure the confidentiality of patient data as well as

to limit the access of health data to healthcare providers directly working with a patient.

Similar to GDPR and SOX, HIPAA requires privacy safeguards to limit access based on the

identity and privilege of a user. Controls required for access management include the use

of federated identity management, centralized access management, and automatic access

logging and reporting. Especially relevant for IAM are the implementation of technical

safeguards set forth in § 164.312, governing access controls (45 CFR § 164.312 - Technical

safeguards. 2022).
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• Gramm-Leach-Bliley Act (GLBA) The Gramm-Leach-Bliley Act (GLBA), also known

under the Financial Modernisation Act, is another US legislation governing financial in-

stitutions. The act is applicable to sensitive information such as social security numbers

and ensures financial organizations run and maintain information security programs for

protecting said information. The GLBA requires written security programs, periodic risk

assessments of access controls, and limiting access to authorized individuals to what is

needed, often referred to as the concept of least privilege. (Standards for Safeguarding Cus-

tomer Information 2021)

• International Traffic in Arms Regulations (ITAR) The International Traffic in Arms

Regulations (ITAR) is another US compliance law controlling the export of defense and

military-related objects. Technical data is also covered, and any company either working

within the defense sector or being part of a supply chain to the defense sector is required

to ensure compliance. The most notable requirements for IAM are strict access permission

controls and auditing, similar to those in previous acts. Companies hiring foreigners need

to establish dedicated access controls for mitigating the disclosure of US secrets to any

non-US citizen (22 CFR Part 126 – General Policies and Provisions 2022).

• Federal Information Security Management Act (FISMA) and Family Educational

Rights and Privacy Act (FERPA) Besides the mentioned legislations, the Federal Infor-

mation Security Management Act (FISMA) governs all federal entities in the US, and the

Family Educational Rights and Privacy Act (FERPA) governs anyone handling student infor-

mation and educational data, with a focus on controls for disclosing student information.

Important points are federated access for sharing data with eligible third parties, reducing

the amount of data sharedwith third parties, as well as giving students the option to directly

delegate consent. Logging is mentioned as a core requirement, requiring timestamps for
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all access to student data (FERPA | Protecting Student Privacy 2022).

2.2.2 Security Frameworks

Security Frameworks are proposed controls, policies, and guidelines put in place by organizations

or industries to either help or enforce their users contractually to comply with certain standards,

or act as guidelines for best practices.

• Payment Card Industry Data Security Standards (PCI-DSS)One of the most recog-

nized standards is the Payment Card Industry Data Security Standards (PCI-DSS), a set

of information security requirements governed by the Payment Card Industry Security

Standards Council (PCI-SSC). The standard is used as a contractual commitment by all the

major payment card schemes such as the PCI founders Visa, Mastercard, American Express,

JCB, and Discover. The PCI requirements affect all businesses and organizations handling

card data, and enforce strict access controls for networks as well as personal and financial

information about cardholders. Data should only be available on a need-to-know basis, and

organizations have to assign a unique number for each user while monitoring all access to

both network and cardholder data. An IAM can support PCI-DSS compliance by enabling

role-based access management, authorization with user provisioning and de-provisioning,

single sign-on/federation, multi-factor authentication, and more (Coburn 2010).

• System and Organization Controls (SOC) System and Organization Controls (SOC)

from the American Institute of Certified Public Accountants (AICPA) is the name of reports

generated during an audit, intended to validate internal controls for organizations provid-

ing information systems as a service. The report bases itself on five categories known as

the "Trust Service Principles": Security, Availability, Processing Integrity, Confidentiality,

or Privacy (SOC 2® - SOC for Service Organizations 2022). The reports are divided into
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three reporting types, SOC1, SOC2, and SOC3, with SOC2 being the most commonly used,

targeting the operations and compliance of the organization itself. When talking about

access controls and IAM, sections CC6, CC7, and CC8 are especially relevant, requiring

RBAC for restricting access to unauthorized users, event auditing, network segmentation,

as well as change management (Guide 2020).

• Federal Risk and AuthorizationManagement Program (FedRAMP) For providing

services to the US federal government, organizations are required to get certified for The

Federal Risk and Authorization Management Program (FedRAMP) (Giulio et al. 2017).

For accessing infrastructure, requirements range from role-based access controls, audit

and accountability, session termination, and the use of cryptographic protocols specified

in NIST´s FIPS140-2 "Security requirements for cryptographic Modules" (FIPS 140-2,

Security Requirements for Cryptographic Modules | CSRC 2022).

• National Institute of Standards and Technology (NIST) The National Institute of

Standards and Technology (NIST) publication series SP800 comprises guidelines, recom-

mendations, and specifications for computer security (Vought n.d.). Specially relevant

for access controls are the NIST SP800-53 "Security Requirements for Cryptographic

Modules", SP800-63-2 "Electronic Authentication Guidelines", and SP800-63-3 "Digital

Identity Guidelines" (Grassi et al. 2017). NIST SP800-53 contains the minimal require-

ments that are also part of, and referenced, in both the FedRAMP and FISMA. Controls

range from RBAC or ABAC, Centralised Identity Management, Federation, Authorisation,

Accountability, and more (Singhal, Winograd, and Scarfone 2007).

• International Organization for Standardization (ISO) International Organization

for Standardization (ISO) is an international organization publishing standards within a

range of industries. ISO in partnership with International Electrotechnical Commission
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(IEC) published the ISO/IEC 27001 Information Security Management Range covering

information security in 2005, then revised in 2013 (ISO - New version of ISO/IEC 27001

to better tackle IT security risks 2013). Annex A.9.1 in the ISO/IEC 27001 goes into busi-

ness requirements of access controls, where "A.9.1.1 Access Control Policy" requires the

creation, documentation, and continual reviewing of an access control policy, including

documentation of procedures and responsibilities followed by management and monitor-

ing of access rights and privileges (Hindmarsh 2019b). Annex "A.9.1.2 Access to Networks

and Network Services" continues in enforcing the concept of least privilege and RBAC in

the network and related services (Hindmarsh 2019a). For "A.9.2.1 User Registration and

Deregistration", user IDs in the IDP must be associated with individual users, limiting the

shared use of IDs. "A.9.2.2 User Access Provisioning" needs processes implemented to as-

sign and revoke privileges and access for any users on any system, while "A.9.2.5 Review of

User Access Rights" enforces frequent reviews of access rights and authorizations. "A.9.4.1

Information Access Restriction" further requires all access tied to an access control policy,

with key considerations being RBAC, least privilege, limit permissions, and implement

access controls for both physical and network access (Hindmarsh 2019b). "A.9.4.2 Secure

log-on Procedures" requires the use of login procedures and access controls for users, and

includes the use of multi-factor authentication, encryption of any authentication data,

implementation of a login banner stating access for authorized users only, supporting

other legislation such as UK Computer Misuse Act 1990, logging of all login attempts with

the possibility of lock-outs, and considering restricting access to systems based on time

and location. (Hindmarsh 2019b) The frameworks ISO 29146 for access management and

ISO 24760 for identity management can further support the mentioned controls (ISO/IEC

24760-1:2019(en), IT Security and Privacy — A framework for identity management — Part 1:

Terminology and concepts 2022).

• Other known frameworks Other frameworks with similar requirements for access

controls are Control Objectives for Information and Related Technologies (COBIT), NERC

CIP Critical Infrastructure Protection Standards, The Health Information Trust Alliance

(HITRUST), OECD Privacy Guidelines, CIS CSC Center for Internet Security, and ITIL
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Information Technology Infrastructure Library.

2.2.3 Best Practices

• Principle of Least Privilege (POLP) The publication of Jerome Saltzer and Michael

Schroeder´s design principles in their 1975 article The Protection of Information in Computer

Systems consisted of 10 architectural design principles supporting the creation of secure

software. One of these principles featured the policy of least privilege (POLP), explained

as "Every program and user should operate while invoking as few privileges as possible. This is

the rationale behind Unix Sudo and Windows User Account Control, both of which allow users to

temporarily apply administrative rights to perform a privileged task instead of being continuously

enabled." (Smith 2012). More modern definitions from the NIST SP 800-179 define least

privilege as The principle that users and programs should only have the necessary privileges

to complete their tasks (Principle of Least Privilege - Glossary | CSRC 2022). While previous

concepts like least-privileged user accounts (LUA) only considered users, the POLP covers

both users, applications, processes, systems, and connected devices. POLP is relevant both

for software architecture, by restricting programs and services to only the parts of the

system they need access to in order to perform their tasks, as well as for covering user

permissions by restricting any user access outside the scope of their work roles.

Managing least privilege on a per-user basis is not scalable, and can, due to changes in roles

or tasks, result in wrong user privileges for large user groups, breaking the concept of least

privilege. Already in 1972, Roger Needham specified the value of a dynamic assignment of

privileges, writing that “Protection regimes are not constant during the life of a process. They

may change as the work proceeds, and in a fully general discussion, they should be allowed to

change arbitrarily. Statements would be allowed, for example, to the effect that certain segments

were only accessible if the value standing in a system microsecond clock were prime. In practice,

one departs from full generality and limits those circumstances which may give rise to a change of

protection regime“ (Needham 1972).

With the use of RBAC, users can be grouped by roles, making it possible to base the user

privileges on the user’s roles. Managing privileges per group or role in an organization

ensures that users can only access the parts of the organization’s information systems that
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are related to their role, while also maintaining dynamic assignment and removal of user

roles based on the change in role permissions.

This approach is not without its own issues, as any user might require privileges not part of

any group role. A user u1, being part of group g1, might have inherited the g1 permission

p1 and p2. The user u1 might, however, due to his/her work at the company, require

further access to permission p3, permission only available in group g3, where the inherited

permission level is g3 and g4. Any group affiliation would give more privileges than what

is needed for the work, breaking the concept of least privilege. To solve this, concepts

like privilege requests can be used, enabling users to request privilege escalation when

performing tasks requiring privileges outside the scope of their role. It is important to note

that, in order to comply with the concept of least privilege, any privilege escalation requires

the privileges to be granted only for the duration time of this task, making it important to

follow the concept of Just-In-Time (JIT) privileged access.

• Just-in-Time ( JIT) As with most controls in the cybersecurity space, Just-in-Time (JIT) is

all about reducing the attack surface. JIT is a concept where access is granted for a pre-

determined time so that access is only given for the duration of time the access is needed

(Haber 2020). This can be users requesting access to certain privileges, justifying their

access that will then be verified by the organization’s access policy. Other use-cases are

temporary access, such as one-time accounts for freelancers or third-party service staff,

that is removed after the work is completed. Last, the most popular approach that aligns

best with the principle of least privilege (POLP) is temporary access on a per-request basis,

ensuring that each privileged action is controlled by the organization’s access controls.

• ZeroTrust Architecture (ZTA)Traditionally, information security has focused on perime-

ter security to protect data and assets. As the world has moved more towards the cloud,

virtual infrastructure, and hybrid deployments coupled with remote working, bring your

own device (BYOD), and the popularity of Service-oriented Architecture (SOA), the lines
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of the perimeter have started to become more blurred than ever (Vanickis et al. 2018).

Reducing the attack surface of an organization is no longer about hardening the outside of

the perimeter, but hardening the controls and procedures on the inside. Insider threats

have become a reality not only for government and military but even civilian organizations

(Mazzarolo and Jurcut 2019). To mitigate some risks, not only from rogue employees, but

also by reducing a threat option such as a lateral movement through breached accounts,

networks, or devices, a concept known as Zero Trust was introduced.

Zero Trust is a systematic approach to information security, where no user, service, or

network is to be trusted unless verified. Trust can be granted based neither on physical or

network location nor on asset ownership. Authentication and Authorization need to be

performed both on users and devices before a session to an organization’s resources might

be initiated (Rose et al. 2020).

2.3 SECURE SHELL (SSH)

2.3.1 History of SSH

In the last decade, encryption has taken over everything we do, from obfuscating confidential

data between journalists and their sources (Zajácz 2013) to making sure the communication

with friends and family is kept private (Jiang 2016). Devices ensure their communication is kept

confidential with encryption on dedicated private machine-to-machine networks, showing a

huge behavioral change in software and network architecture from the 90th century till today.

From the conceptualization of the TCP-/IP-based stack in the early 1980s until the mid-1990s,

the Internet was mainly used for academic and defense purposes. The defense sector utilized

dedicated overlay networks for protecting its confidentiality, while academia was not considered

a security concern and operated with the clear-text transmission of data (Fidler 2017), ensuing a

vulnerability where packets would be prone to an interception on unsecured public networks.

Following a sniffing attack against the Finish university network in 1995, a cryptographic network

protocol named Secure Shell was introduced by the Helsinki University of Technology researcher

Tatu Ylönen to ensure the integrity and confidentiality of data under the transmission, combating

sniffing attacks by ensuring encryption on any intercepted data (SSH.COM History - Part 1 2021).
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The protocol was released as an open-source package and its use grew quickly. This led to the

protocol being submitted as a draft to the Internet Engineering Task Force (IETF). However,

several problems and limitations were found with the implementation of the protocol. In 2006,

a revised version of the protocol known as SSH 2.0 (SSH-2) was introduced by the Internet

Engineering Task Force (IETF), boosting value-added features and security with the introduction

of Diffie Hellman key exchange, cryptographic checksums with the use of message authentication

codes (MAC) for integrity checks, and much more (draft-ietf-tls-ssh-00 2022).

Due to the commercialization of the SSH-2 protocol by for-profit vendors such as Tatu Ylönen’s

SSHCommunications Security Corp, the protocol did not gain the adoption expected from its

release due to stricter commercial licensing and lack of backward compatibility. This resulted

in the creation of several forks of the initial SSH protocol under different provider names, with

the OpenBSD fork gathering special attention (Stahnke 2005). OpenBSD decided to release a

free open-source application utilizing the SSH-1.2.12 protocol under the name OpenSSH, which

would become the standard management protocol for all POSIX-compliant operating systems to

this day (Coonjah, Catherine, and Soyjaudah 2015).

The SSH protocol replaced most of its plaintext counterparts such as telnet, rsh, rlogin, FTP, and

regex with safer alternatives that would mitigate data interception as well as man-in-the-middle

attacks (MITM). The protocol is today not only seen in computers but in a wide range of devices

and services including cloud infrastructure, routers, IoT devices, power management, HVAC,

CCTVs, and more. In addition to device management, the protocol is used for committing files-

to-version control as well as testing and deployments to staging and live environments as part of

Continous Integration/Delivery (CI/CD) that forms part of the DevOps life cycle.

2.3.2 SSH Architecture & Features

The protocol was initially designed to add encryption on unsecured networks, as well as client

and server authentication, while also ensuring the integrity of the contents with one-to-one

relations on grass-root deployments. For this, SSH keys were introduced, where a key pair of

public and private keys were used to perform asymmetric encryption, where each key would

represent a unique device so that any other device would be able to perform verification based

on that unique key. This would require direct contact between the client and the remote server
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to identify each party, removing the need for any trusting third-party devices or servers.

The protocol helps prevent common attacks during the data transfer stage, such as Man-In-

The-Middle Attack (MITM), Connection Hijacking, Eavesdropping, Insertion Attacks, as well as

Name Service and IP Spoofing.

The Secure Shell protocol consists of three main root components, with support for local ex-

tensions. Each of its protocols runs on top of its sub-protocol, starting with the transport layer,

usually transmitted through, but not exclusively, on the TCP/IP protocol. This is followed by the

user-authentication protocol and then the connection protocol.

When performing an SSH connection, the SSH server listens on the configured port, normally

port 22. When an SSH client initiates a connection with the server, it verifies the public key

of the server and adds the server to the client’s known- hosts file. For any later connections to

the server, the SSH client will compare the public key against its known-host file, ensuring the

identity of the server.

When the server is authenticated, the client and server start negotiating a shared session key. This

is usually performed with the use of the Diffie Hellman algorithm. The Diffie Hellman Algorithm

is a heavy computing algorithm and is therefore only used for negotiating a session key between

the client and server in public before using the public key to initiate symmetric key encryption

for the rest of the session, enabling a faster transfer of data.

The last step is authenticating the client by using the public and private keys. This is initiated by

the client device, sending an ID for the key pair it would like to associate the session with. The

server will perform a lookup in the authorized_keys file, and if the key exists, the server generates

a random number that it encrypts with the public key before transferring the encrypted number

back to the client. If the client holds the correct private key, the number will be decrypted before

being hashed together with the session key. The server then generates the same hash with the

random number and session key, before comparing the output with the client’s response. If the

output matches the client’s output, the client is authenticated.

2.3.3 Authentication

While relying on Diffie Hellman and public keys for server authentication, SSH supports multiple

ways of authenticating clients. The most popular distribution implementing the SSH proto-
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col is OpenSSH, enabling password, host-based, GSSAPI, challenge/respond, and public-key

authentication.

• Password authentication relies on the client sending a predetermined string to the server.

The string is matched against the string stored for the user account that is attempted to

get accessed. If the string is validated as correct, access is given. Most validations happen

against the machine’s native account, so for Linux instances, the password validation would

be performed on the /etc/shadow file. The validation occurs per session, so the user is

required to enter the password for each login attempt. Best practices today recommend

not to use password-based authentication as there is a risk of brute-force attacks, reused

password attempts from breached databases, as well as a breach of integrity at the server,

exposing the password (Harpes, Kroeger, and Ries 2008).

• Host-Based access is a simplified access method making use of a trusted relationship

between devices, stored in the /etc/hosts.equiv file, .rhosts or similar. Any client specified

in the hosts.equiv file is given simplified access to the host without password authorization,

as long as the remote machine has an account connected to the host. There are however

integrity problems with the host-based access such as threat actors spoofing MAC and IP

addresses, hostnames, user IDs and passwords, or different types of sessions (Reid 1996).

• Generic Security Service Application Program Interface (GSS-API) can be used for

applications such as Kerberos, SOCKS, Public Key authentication, andWindowsNewTech-

nology LANManager (NTLM). The protocol was created by the Common Authentication

Technology (CAT) Working Group at the Internet Engineering Task Force (IETF) and was

designed to bridge Kerberos (DES-based) and RSA-based Distributed Authentication Secu-

rity Service (RSA-based) protocols. Similar to how a Privilege Access Management system

works, the GSS-API can replace the authentication mechanism with other systems, such

as OpenSSH, while still acting as an interface for transferring data securely (Fuchsberger

1998).

• Public Keys (User Key or Certificate) is one of the most common and recommended

practices for authenticating devices, and is the standard method of deploying resources for

most cloud providers. The identity of the authenticating party is verified by using public

and private key pairs. To further strengthen the security posture, it is recommended to
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encrypt the private keys with passwords, enabling authentication by both knowledge of the

password and by ownership of the key. After successful authentication, the public key of

the remote host is stored in the client’s authorized_keys file, enabling the key verification

for future authentication sessions. Any change of the keys prompts an integrity warning

for the client, as well as aborting any authentication process.

• Challenge/Response authenticates a challenge request initiated by the server, and the

client responds with the corresponding response of information. The challenge-response

flow depends on the SSH version, with SSH1 using Trusted Information System (TIS), and

SSH2 using Keyboard-Interactive. OpenSSH makes use of Keyboard-Interactive, being the

newest addition of the SSHauthenticationmethods. As the name implies, the authentication

type makes use of the keyboard input from the client and is a way to ensure the client

can respond to both static and dynamic challenges from the host, by responding with a

string through the native SSH protocol, enabling the host to extend the host authentication

challenges with the use of PAM, modules, or other third-party applications on the host,

without affecting the protocol requirements for the client (Harpes, Kroeger, and Ries 2008).

2.4 MODERN COMPUTING

Since the introduction of the SSH protocol in 1995, the internet has seen a large growth both in

terms of new protocols, applications as well as changes in the architectural design of applications.

The amount of people connected to the internet has increased significantly from a 1% penetration

rate in 1995 to a60% rate in 2020 globally (Individuals using the Internet (% of population) | Data

2022), amounting to a much larger network than previously. On top of that, the introduction

of connectivity in industrial systems, home appliances, and sensor networks paved way for the

growth of Internet of Things (IoT), further fueling the internet growth. (Miraz et al. 2018) As

more users and devices take part in the internet, the requirements for computing power grow

further, prompting ways to make it more efficient.
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2.4.1 Virtualization

Whilemore known for its use in recent years, virtualization is a concept first introduced by IBM in

the late 1960s in an effort to make mainframe computer systems more efficient. The first attempt

at virtualization was virtualized memory in 1960, with virtualized operating systems quickly

being introduced later in 1972. The software known as a hypervisor bridged the connectivity

between the host device’s processor, memory, and storage with an isolated virtualized container,

enabling computing in each isolation container. This enabled sharing of the same hardware, while

still isolating all files and processes, making more effective use of each device. Between 1990

and 2022, virtualization started becoming more popular, and the technology adapted not only

to operating systems, but also to networking and complete data-centers, enabling a one-click

deployment of routers, networks, and virtual machine instances. By virtualizing computing

loads, organizations would reduce not only the cost of hardware but also software and platform

licensing as well as maintenance. Today, virtualization has become the key driver for cloud

computing, enabling effective use of hardware, besides redundancy, isolation, and scalability

(Savola 2021).

2.4.2 Cloud Computing

The cloud comes from the concept of sharing server resources already at the beginning of comput-

ing in the 1960s, with time-sharing of mainframes due to the high acquisition cost. As the prices

fell and computers started becoming household items, the need for sharing devices disappeared

up until the early 2000s, when sharing computing once again resurfaced with the introduction of

grid computing, before finally moving over to cloud computing as we know it today. Cloud com-

puting seems to have a different definition depending on organizations, vendors, and researchers,

ranging from virtualized servers, billing per hour, instant resources on-demand, location redun-

dancy, and more. There is, however, a definition published by the National Institute of Standards

and Technology (NIST) defining cloud computing as ... a model for enabling convenient, on-demand

network access to a shared pool of configurable computing resources (e.g., networks, servers, storage,

applications, and services) that can be rapidly provisioned and released with minimal management effort

or service provider interaction (Mell and Grance n.d.).



30 ▶ CHAP. 2 BACKGROUND

In the same way, while virtualization enabled an increase in the number of nodes per physical

device, the cloud further escalated the increase with access to short-term deployments and

scalability of environments, moving their costs from Capital Expenditures (CAPEX) to Operating

Expenses (OPEX).

With the use of cloud concepts, Cloud Service Providers (CSP) are able to introduce new

delivery models, each with its own distinctions, while still maintaining the shared concepts

around cloud computing. The most known delivery models are SaaS, PaaS, and IaaS, which can

be further divided into subcategories such as DBaaS (Database as a Service), LBaaS (Load Balancer

as a Service), FaaS (Function as a Service), and more, usually under the shared distinction of XaaS,

the delivery model of "Everything as a Service" (Duan et al. 2015).

• Software as a Solution (SaaS) is a way of delivering readily deployable applications to an

end-user without the complexity of managing physical servers or supporting the envi-

ronment and its software. Any user signing up for a service can trigger the creation of

the environment or scale the existing software to support the additional user load. This

completely removes the end-user from being exposed to anything, except to manage the

application layer itself, also known as on-demand software.

• Platform as a Solution (PaaS) is a way of deploying applications in a prebuilt environment

for a chosen language (such as Node.js, .NET, Ruby, PHP, Python, Java). The cloud provider

provides hardware, operating system, storage, networking, runtimes, frameworks, and

tools. The user deploys the applications directly in the PaaS environment without the

need to manage or maintain any language or dependencies apart from the applications

themselves.

• Infrastructure as a Solution (IaaS) is the virtualization of the data-center infrastructure,

providing components on demand such as routers, networks, load balancers, servers,

storage nodes, and more. By utilizing IaaS, users can provision equipment when needed,

without the need for space, power, redundant fiber lines, or costly co-location agreements,

making it possible to not be involved in a data-center business, but rather focus on the core

objective of the organization, while also moving the upfront costs to operating expenses.

While IaaS gives the most flexibility as the user has full control of its environment, it’s also

the most complex, requiring the user to be involved from network design to provisioning



2.4 MODERN COMPUTING ◀ 31

of the servers operating systems.

2.4.3 Monolithic to Microservices

For a long time,monolithic applicationswere considered the standardway of creating applications,

as most applications were constructed as one unit. This means that all layers of the application,

from its user interface, data access layer, and data storage, would be contained inside the same

program or process from one single platform (Al-Debagy and Martinek 2018). The benefits

of such an approach are ease of deployments, testing, and memory sharing, as well as a higher

performance due to direct connections within the application layer. One of the main problems

with a monolithic approach is scalability. If any single part of the application would exceed its

peak handling, the entire application with all layers needs to be scaled. This requires a larger

resource provisioning than needed, amounting to higher costs and complexity (Ponce, Márquez,

and Astudillo 2019). By utilizing an older concept of Service-Oriented Architecture (SOA), a

specialization of SOA was created under the name Microservices, where each service within an

application would be contained as an independent, deployable, and upgradeable system (Pautasso

et al. 2017). With the introduction of microservice application architecture, each application

service is virtualized in its own container, similar to operating system virtualization. By using

local networks, each service communicates with each other, enabling smaller distributed services

as opposed to one logical unit. By breaking the services into smaller pieces, developers can work

on smaller parts of the application at the time, replacing faulty containers with single services as

opposed to the entire application. This also shortens the release cycle of applications, as single

services can be independently maintained as well as duplicated for live uninterruptible upgrades.

2.4.4 Containers

In order to separate services into microservice applications, isolation is needed and accomplished

with the use of containers. Similar to virtual machines, containers provide isolation in a similar

manner but are more lightweight. While virtual machines make use of a hypervisor for talking to

the host machine, a container is hosted in a container runtime deployed on top of the existing

operating system, enabling smaller deployments by sharing the host operating system kernel,

resulting in smaller deployments and higher capacity than what is possible with traditional virtual
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machines. A container can host applications as well as dependencies such as binaries, libraries,

and configurations needed to run the application. The complexity of the underlying dependencies

for the operating system is completely removed due to the Docker container runtime, enabling

the same behavior across different devices. The most known container solution is Docker for

Linux and Hyper-V for Microsoft devices. By utilizing Docker, developers cannot only run but

also build and ship application services, either for development environments, easy deployments

in production or as service containers for Kubernetes clusters (Potdar et al. 2020).

2.4.5 Kubernetes & Container Orchestration

Managing individual containers was challenging, prompting the creation of container orchestra-

tion platforms such as Netflix’´s OSS, Google’s Kubernetes, and Docker’s Swarm, to mention

some. Having a dedicated management platform enables the coordination and control between

containers, container health monitoring, updates without interrupting services, scaling of con-

tainers, as well as restarting containers when errors were discovered.

Most notable is Google’s Kubernetes project, initially developed in 2003/2004 from Google’s

internal clustermanagement platform for search queries, Borg (Verma et al. 2015). In 2013, Google

announced their cluster management platform for large computer systems, Omega (Schwarzkopf

et al. 2013), before launching Kubernetes in 2014 as an open-source version of Borg (First commit

· kubernetes/kubernetes@2c4b3a5 2022). The project gained fast traction with Microsoft, RedHat,

IBM, and Docker taking part in the development, with Docker contributing with its container

technology (Welcome Microsoft, RedHat, IBM, Docker and more to the Kubernetes community 2022).

The use of Kubernetes further abstracted the concepts of servers by running clusters con-

taining multiple nodes, as opposed to single servers or virtual machines. Each node in a cluster

would host multiple pods; a group of containers sharing a set of resources in Kubernetes, serving

the application services. Any application service would be hosted by a single or a group of pods,

with the termination of any single pod prompting the creation of a new pod within that same

service, ensuring the availability of the application.

Each service is represented by a dedicated IP address locally in the cluster, known as a Clus-

terIP. Any replacement of pods in the service would trigger updates in Kubernetes’ own routing

table, ensuring connectivity to all running services after a fail-over event. To accomplish this,
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Kubernetes maintains its own local network employing software-defined networking, allowing

for interconnectivity between all containers. If any pod was to die and initiate a fail-over event,

the cluster would generate a new pod and update the cluster network routing table to the new

pod.

For Kubernetes to accept traffic outside its local cluster network, the concepts of Ingress

and Egress were born: Ingress representing policies for accepting incoming traffic to the cluster,

and Egress for accepting outgoing traffic. As Kubernetes uses local cluster networking, any

connections required from the outside of the cluster to a specific service would need to be done

by exposing the pod as aNodePort. When usingNodePort instead of ClusterIP, a service is globally

accessible outside the cluster by using the combination of a public IP address of the cluster node

and a port number similar to traditional NAT routing, making the service accessible only through

the public IP address of the cloud provider’s load-balancer. This bypasses Kubernetes’ own

routing tables, requiring operators to manually change any external address references of services

for fail-over events, ultimately risking the availability of the application.

For management of Kubernetes clusters and its deployed services and networks, Kubernetes

makes use of its own management protocol, KubeCTL, working on top of the TLS protocol. For

accessing any pod or node directly, one can also make use of the SSH protocol. Both protocols

use key pairs for authorizing access, but by accessing pods directly by direct IP addresses, any

container event requiring the replacement of a pod would result in the deployment of a new

pod, with a new set of keys, making the container no longer accessible for the old key-pair. A

temporary solution for this has been for many the reusing of private keys, by adding them to the

Kubernetes configuration file configmaps, or as shared secrets for a pod, ensuring the same key

would be redeployed for all new pod deployments.

While there exist best practices and official recommendations for how to properly handle

access management in Kubernetes, many of these set additional conditions about how to deploy

applications, such as restricting one container per pod for proper container and secret isolation

(Pods 2022) as well as for relying on third-party secret management solutions. Due to the huge

growth and use of Kubernetes, large communities have been created not only for the maintenance

of Kubernetes itself but also for creating and promoting third-party software for handling such

solutions (Sill 2017). One of the major foundations is the Cloud Native Computing Foundation

(CNCF), a non-profit founded by the Linux Foundation to promote and advance container
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technology (Who We Are 2022).

2.4.6 Cloud-Native Computing

Cloud-Native applications are applications designed to be native to the cloud. While the term

cloud-native was initially introduced at the beginning of cloud computing in 2006, the term then

described the use of the cloud for deploying applications. The term lost traction after a short

time, before gaining popularity again in 2015, as containers and microservices started increasing

in popularity. While the industry started adopting a new definition of cloud-native in 2015,

the definition originated from the research community, with the introduction already in 2013.

While there is no official definition from organizations like the National Institute of Standards

(NIST), a common consensus, as that by Kratzke et al.(2017), leads to the following definition:

"A cloud-native application (CNA) is a distributed, elastic, and horizontally scalable system composed

of (micro)services, which isolates state in a minimum of stateful components. The application and each

self-contained deployment unit of that application are designed according to cloud-focused design patterns

and operated on a self-service elastic platform" (Kratzke and Quint 2017). We can conclude any

application being part of the Cloud Native Application definition is built on top of automation

platforms with software-defined infrastructure and networking, supporting interoperability

and migrations. They are service-oriented, usually based on microservices, with development

methodologies often being pattern-based and relying on DevOps principles for managing the

application lifetime.

2.4.7 DevOps

With the introduction of cloud-native computing, supported by the cloud and container man-

agement platforms like Kubernetes, developers could now generate resources on-demand with

easy deployment of application of services to clusters, enabling what is today known as DevOps

methodology. The concept proposed that developers writing an application code would be the

best-suited individuals for debugging those same applications. Since applications nowwere based

on many small services as opposed to one large application, developers could work in smaller

teams, each responsible for the entire software life-cycle per service. To further streamline the

process, DevOps pipelines were introduced, enabling development on local machines, before
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pushing changes to a git repository for automatic code checks, vulnerability scanning, packaging

code-base to containers, shipping containers to repositories, as well as deployment to a container

management platform. Due to the simplification of application deployment, organizations could

update their applications at a much higher pace, enabling continuous upgrades of services as

opposed to traditional software release life cycles with few and major release schedules. This

process put the developer, in combination with automation tools, in charge of the entire process

from development to release and maintenance (Zhu, Bass, and Champlin-Scharff 2016). Due to

DevOps being a continuous process, terms such as Continues Integration (CI) and Continued

Delivery/Deployment (CD) came to life. Continuous integration is one of the fundamental con-

cepts, where all code written to versioning systems is to be merged into one central repository,

for running automated tests on the code-base before processing with the automated building of

containers. Continuous delivery/deployment further extends CI by deploying the successfully

tested container builds fromCI to container management platforms for release (Shahin, Ali Babar,

and Zhu 2017).

2.4.8 GIT & Version Control Systems (VCS)

To maintain revisions of the source code for debugging purposes, a version control system was

introduced in 1972, known as Source Code Control System (SCCS). SCCS focused on managing

single files and single users and provided revision history as well as integrity checks by hashing.

In the 1980s, another version control system known as Revision Control System (RCS) was

introduced, with a focus only on hashing, before the Concurrent Versions System (CVS) came in

1989 with multi-file and multi-user support. One of the main features of CVSs was the support

for merging files, enabling multiple users to work on the same files by merging the individually

changed files into one single file. Before CVS introduced merging, a file locking mechanism

was used to restrict file editing to one single user to avoid conflicting lines of code. In 2000,

a replacement for CVS was created as the subversion (SVN) project and introduced directory

structures for easier project management. While SVN is still popular and in use today, an entirely

new approach to version control was made in 1997, with software known as Bitkeeper. Bitkeeper

introduced a new way of doing version control and was the first Distributed Version Control

System (DVCS). As opposed to the earlier used centrally managed repository, DVCS mirrored
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the code-base to each developer’s computer, enabling local development. Bitkeeper was used by

popular open-source projects, such as the operating system Linux, before being replaced by Linux

founder Linus Torvalds own distributed version control system GIT in 2005. GIT is used in

several known version control solutions, with the cloud-hosted platform GitHub being one of the

most popular, together with the self-hosted platform Gitlab, as well as Bitbucket, providing both

a cloud- and self-hosted product (D. Kuhn n.d.). GIT is, together with Mercurial, one of the most

used version control systems, and its use has spread from not only managing revision history but

to entire code-bases as well as taking part in DevOps pipelines, providing code-to-automation

servers for easy builds and deployments of container images.

2.4.9 Automation

As service-oriented architecture and microservices started gaining traction, so did the use of

automated tools for streamlining the development process. After the introduction of containers,

applications not only needed to be compiled to binary, as with traditional monolithic applica-

tions, but the compiled binary also had to be built for containers, before being deployed to a

container registry, and then ultimately pulled to a container management platform for production

deployment. With continuous updates, higher amounts of versions had to be pushed with more

variations between each commit, resulting in a higher probability of problems. To get the most

out of the developer’s time, as well as correctly following cloud-native and DevOps principles,

automated code-scanning was then required to quickly identify issues in the code and to reduce

the chances of deploying any faulty code between each commit.

By implementing pipelines with a versioning repository coming from protocols such as GIT,

the CI/CD tools including Jenkins, TravisCI, TeamCity, and GitLab, could be used to automate a

set of actions after each committed code or for certain conditions such as merging code-bases.

Typical pipeline deployments would start with developers committing their source code to the

GIT repository, where the CI/CD tool would initiate unit tests to ensure that each component in

the code runs without exceptions, before initiating static code-scanning to ensure best practices

and to prevent any presence of known vulnerabilities in the code-base. Then, the verified code

would be built as a container and transferred to a container registry such as Docker Hub or

Harbour, for storing the Docker image, making it ready to be downloaded by anyone having
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access to the registry. The CI/CD then initiates a pull request from the Kubernetes cluster to

fetch the updated Docker container from the Docker registry, before deploying all dependencies

and the container in the Kubernetes cluster, according to the set configuration files in the CI/CD

pipeline.

While deploying applications to an already existing cluster had made application deployment

easier, Kubernetes could not bootstrap itself, and would still require a Kubernetes cluster to be

deployed. Depending on the organization, the deployment of Kubernetes would for many be

considered outside the scope of the traditional developer role. Depending on the complexity and

number of clusters to manage, many organizations still are dependent on using dedicated system

administrators for managing Kubernetes clusters, while others integrated cluster deployment

into the DevOps role.

To make use of the developer resources as efficiently as possible, server automation tools

like Ansible started becoming popular, even before the introduction of cloud-native computing.

Ansible provided provisioning, configuration, and deployment, and worked by utilizing config-

uration files known as playbooks for orchestrating single or multi-node deployments. Single

nodes with Ansible playbooks, together with SSH, enabled the management of remote nodes,

as long as any operating system was installed, facilitating the installation of any dependencies,

before configuring and deploying all necessary software, configuration, and files according to

playbook specifications.

Combined with other automation tools focusing on PXE booting, such as Ubuntu’s MAAS,

this enabled the provisioning of operating systems, network configurations, and keys before

handling the rest of the deployment over to Ansible.

This concept was further extended with tools such as Kubespray, allowing easy deployment of

Kubernetes clusters on physical hardware and cloud providers when using the Ansible playbooks.

By having a centrally managed device running Ansible, the device was, with the help of private

keys, able to connect to a specified list of IP addresses in a playbook, deploying the different

Kubernetes components per node according to the playbook requirements, bringing both the

Kubernetes management layer and the cluster state up, to finally provide the user with a fully

production-ready Kubernetes cluster (Deploy a Production Ready Kubernetes Cluster 2022).

Thanks to the cloud-native community, the concept was brought even further with the use of

a dedicated Kubernetes deployment software, such as metal3. As previous deployment methods
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were targetingmainly cloud deployments and virtual infrastructure, metal3 combined the features

fromMAAS and Kubespray by using out-of-band networks for Preboot Execution Environment

(PXE) (team 0500) and open-source cloud platform OpenStacks bare-metal operator Ironic

(Chung, Park, and Lee 2019). Metal3 enabled the booting of images on bare-metal infrastructure

as well as provided a Kubernetes-native API for managing the hosts, enabling rapid deployment

and decommissioning by code and the implementation of the DevOps concept of Cattle VS. Pets

(Blank-Burian, Hölters, and Vogl 2021).

2.4.10 Cattle VS. Pets

One of the core concepts of the DevOps methodology is that servers should be treated like cattle

and not pets. Cattle versus Pets is an analogy, where Pets are servers set up with the goal of

running their entire service time, being either indispensable or requiring the services to always

stay online. If any problems were to arise in the application, one would debug the application to

bring it back to health, similar to treating a house pet. The Cattle concept ties to the cloud-native

concept, where each node is just a number, all replaceable. If any server was to go down, it would

simply be replaced by a new pod/service, ensuring the availability of the application, oftenwithout

any human intervention. One example of this is the self-healing of Kubernetes by replacing any

unhealthy service pod with a new pod within its cluster (Junior, Miorandi, and Pierre 2022).

2.4.11 Serverless

As users could allocate resources on-demand with the cloud, users often over-provision the

servers, leaving major gaps between allocated resources and actually consumed resources. As

one of the core goals of cloud computing was to pay for the resources used, this was not entirely

solved before the introduction of Serverless (Castro et al. 2019). Serverless computing bills the

user for the actual runtime, resulting in higher demanding computing workloads being charged

for the longer runtime, while short-lived runtimes are billed accordingly. Serverless also abstracts

the server concept, so that the end-user is not exposed to anything server-related. This enables

developers to focus on the business logic of the application, while cloud and hosting providers

can manage their resources in the most efficient way possible.
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While often mistaken as Serverless, one of the cores of Serverless offerings is Functions as

a Service (FaaS). Similar to the other services that are all under the "Everything as a Service"

umbrella, FaaS works by offering functions on-demand for users. While it might be unclear

what a function actually is, we can go back to the traditional concepts of development. Software

development is based on writing functions for converting input to output, and an application

comprises a composition of different functions. So, the approach to Serverless is to remove the

back-end from the user and just expose a service for uploading functions for processing. This

renders applications to trigger the processing of different functions when needed and ensures

that the billing is only run for the processed runtime of the functions (Hellerstein et al. 2018).

as
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CHAPTER 3

Evaluating SSH

SUMMARY

Based on the findings from Chapter 2, there is a general consensus in the research community

and industry that there have been major changes in the workflow of development since 1995

when the SSH protocol was created. There have been major architectural changes in both the

architecture of applications, including the roles developers play in the development, as well as in

the maintenance of said applications, and the way applications are hosted, which has changed

from single units to distributed clusters. This chapter will compare the security conditions from

the SSH protocol creations, with the latest changes in computing, ultimately concluding if there

are security conditions that no longer hold up in today’s era of computing.

3.1 CHALLENGES

The SSH protocol was designed to encrypt data transferred on insecure networks, between two

devices, each having unique key pairs for identifying the devices as well as providing asymmetric

encryption. This mitigated traditional attacks such as man-in-the-middle attacks, connection

hijacking, eavesdropping, insertion attacks as well as name-service and IP spoofing. Based on the

recent changes in modern computing, we can observe that certain security conditions for the SSH

protocol are obsolete in today’s computing environment. Many of the mentioned compliance

requirements and best practices for authentication are impossible to comply with when utilizing

popular SSH connectivity tools such as OpenSSH. This paper is not an extensive list but will

cover the most essential topics.

43
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3.1.1 Password Reuse and Cracking

A 2021 study conducted by Gravitational with over 1000 respondents in IT, DevOps, and in-

formation security showed that over 70% of respondents used passwords for granting access

to infrastructure. The same respondents also indicated that certificates were the safest way of

authenticating devices (Passwordless Access is Key to DevSecOps 2022). Given the current landscape

with password reuse, frequent public breaches, and automated attacks against common SSH

ports on public-facing servers, certificate authentication is the desired solution for those two.

3.1.2 Vulnerable Configurations

OpenSSH has default configurations that might open up the application to a larger attack surface

than necessary. Examples of such configurations are enabled root access, port forwarding, key

storage locations, and more. If a user implements SSH on a new system without knowledge

of current best practices, attacks such as brute-forcing default ports against known usernames

as root are very common. Agent forwarding is another configuration parameter that would

allow a user to jump host from one server to other devices, bypassing any firewalling on the

network. Restricting SSH login to only users that need access as well as by IP address is another

common way to protect SSH and reduce the attack surface. Additional best practices should be

implemented in order to ensure compliance, combined with third-party tools and software.

A recommended solution would be to provide a framework for SSH configuration files

based on compliance requirements, to be deployed, maintained, and updated for every version of

OpenSSH on all devices, considering all known best practices.

3.1.3 Lack of Expiry Date

Since SSH keys have no expiration date, all keys are valid until revoked. This is the opposite of

normal compliance, where access should be given just in time. By enabling users and devices

access, any mistake with organizational controls for removing and revoking keys would result in

the key being valid and the infrastructure accessible for an unauthorized user or device. About

one or two of a dozen organizations Mr. Ylönen worked with, did not have the capability for
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rapidly revoking SSH keys, even when aware of a compromise or breach of the network. This

is a severe compliance problem with most if not all frameworks and legislations. Certificates

mitigate this problem in its entirety, as certificates support certificate lifetimes. Combining short

expiry dates, one is also able to implement the concept of just-in-time access and least privilege, a

best practice that is also part of certain compliance frameworks.

3.1.4 Host Key Verification

One of the core principles of SSH authentication is host key verification. For the SSH client, to

ensure the integrity of the server it connects to, a unique binding between the devices is stored

as a fingerprint after the first initial connection. This fingerprint verifies the integrity of the

connection and confirms the authentication by providing a shared fingerprint, representing

knowledge, one of the three authentication types used to verify someone’s identity. For keeping

track of keys, SSHutilizes a concept known as Trust on first use (TOFU), an authentication scheme

where any new key prompts a manual authentication by the user, and any future connections

would be pre-approved given that the same conditions are still preserved. Any change of hostname,

keys, or IP would prompt a warning, blocking any connection attempts.

To bypass this warning, any user would simply remove the old key and initiate a new connec-

tion, then get authenticated as a first connection, and therefore allowed to connect by manual

approval. The top 10 searches performed on Google in May 2022 for solving host-key warnings

describe how to clear the host-key file, without actually describing the significance of the file

change itself or why it shows. Since hostnames and IP addresses are prone to changes in modern

cloud environments, such warnings have become more frequent and resulted in even superusers

with knowledge about the host-key file ignoring them.

Due to the change from PET to the CATTLE principle, servers no longer endure the same

lifetime as before, prompting new or replaced servers with a connection warning for changed

fingerprints, warning the user that the public keys for the server have changed. This kind of

warning has over time become normalized due to the rapid deployment and decommission of

servers, leaving many users to completely disregard the warning.

In addition, most users are not aware that the first connection between two devices is not

covered by an SSH integrity check. Any new connection between two devices would not prompt
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a warning, as no fingerprints are available for comparison, and would therefore be prompted

for manual approval. This behavior is part of TOFU as mentioned above. This means that any

initial connection on the SSH protocol would not be covered by an SSH integrity check and is

still prone to MITM attacks. As long as users of SSH are not aware of this shortcoming of the

protocol, this is a fundamental problem, possibly leading to MITM attacks as password stealing,

theft, and command injections (Ylonen et al. 2015).

3.1.5 Key Management at scale

When SSH was created in 1995, servers were mainly bare-metal deployments, managed by what

is today known as the PET principle. If any exceptions were to occur on a server, the device

would be debugged and brought back to health, with the expectation to continue serving its

entire lifetime. At that time, distributed computing had not been introduced commercially, and

deployments were mainly monolithic applications without any internal networking, resulting in

all communication from a physical host being purely remote to other devices. Also, the computing

requirements were considerably lower than today, making the required server infrastructure and

node count for organizations much lower compared to today’s standards.

We can, based on these facts, conclude that the SSH protocol was created in an environment,

where single devices would have one single connection point to a remote, single device and

operate the system directly. The devices were identified based on their hostname, and the servers

were expected to live out their entire lifetime. Due to these conditions, the SSH protocol could,

therefore, assume that each private key would represent a single physical device, and utilize the

device’s private keys as a unique identifier. As each generated key pair was expected to represent

a single device, the integrity of both the sender and receiver could be verified by the user, by

comparing fingerprints for keys, reflecting the known security features known from SSH. With

lower quantities of nodes to manage, the management of keys was considered maintainable and

did not give any operational problems.

Nowadays, we have a 60% increase in the number of users connected to the internet, as well

as an increase in the number of devices per user, not only representing traditional desktop-style

computers, but also new categories such as Internet of Things (IoT) with devices such as industrial

control system, smart-home systems, and more. Organizations are also utilizing the internet
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more for their day-to-day operations, withmost data and services beingmoved to the cloud, much

due to the adoption of Everything as a Service (XaaS). This has increased the total node count

for computing worldwide, requiring higher amounts of physical servers to serve client requests,

resulting in much more complex environments with more keys to manage per organization.

A further increase in keys was introduced with the adoption of virtualization, requiring key

pairs not only for the host-system operating systems but per virtual machine. Microservices

further increased the node count by containerizing each application service to a pod, requiring

keys per service for an application as well as per virtualized instance taking part in the Kubernetes

cluster, and, ultimately, for the under-cloud running the cloud virtualization software on the

cloud provider-side.

The increase in keys challenged the management of key pairs and was not part of the initial

scope for the SSH protocol. As private keys are stored on the devices themselves rather than

in centralized databases, this makes it difficult for any organization to ensure the integrity of

the keys and keep track of inventory as the number of keys increases. By storing many keys in

a single device, any rogue user would be able to insert an unauthorized key, providing them

access to the system through the new key pair. This ultimately leads to the loss of control for the

organization and affects the integrity of the device, which might further expand to the loss of

both confidentiality and availability.

Change in responsibilities internally in the organization might also prompt a change in user

privileges for systems as well as the creation of new users, devices, as well of removing old users

and devices. These actions would need to be performed per device, by editing the key folders,

which are not only hard to track but also prone to errors. Themore key files are present, the higher

the risk of orphaned keys. If no system is in place for maintaining up-to-date inventory and no

longer used keys, these keys might still be available in the systems many years after their expected

removal, leading security teams hesitant to remove any unknown keys due to the potential of

service disruption and loss of availability. Also, in such big environments, static node lists and

SSH configuration files become obsolete simply due to the share size and manageability, making

a dynamic resource catalog with server advertising a necessity. To summarise, key management

per device might work in smaller environments where the number of keys is limited, but it does

not scale well without any third-party software.

The assumption of SSH scalability issues can further be confirmed in the literature. Mr.
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Ylonen is stating that many financial institutions were observed with several millions of keys with

access to tens of servers, sometimes even hundreds of thousands. Single keys were observed with

access to tens of thousands of servers, often enabled emergency access, auditing purposes, patch

management, and similar. While having a backup solution is not a bad idea, such an approach

breaks the principle of Zero Trust as any user with key access would be given unrestricted access

to the company’s environment. In addition, up to 90% of the authorized keys found were unused,

breaking several best practices for IAM as well as modern security practices as least privilege

(Ylonen et al. 2015).

In large enterprise environments, many of the problems with user management are covered

with software such as Microsoft Active Directory, managing user rights and groups, but machine-

to-machine access, such as SSH, is not part of these systems, making it fall out of the general user

management flow.

There exist third-party automation platforms for configuration management, such as Ansible

Puppet and Chef, that could be used for managing keys. Synchronization of configuration files

with the use of rsync, git, and similar tools would also be possible. But they would also introduce

a single point of failure, resulting in a loss of integrity for the main branch, compromising the

entire organization. In addition, such an approach would not allow for sufficient permission

management per device as well as continuous monitoring of keys deployed across all devices.

It would also breach the assumption that the authorized_keys file is created from two-way

handshakes between the two communicating devices the SSH protocol is based on. This approach

also does not solve the problem with keys being tied to single users and permissions in the

operating system’s user management, management of users per device would still be untracked,

and in most scenarios introduce the reuse of operating system accounts for SSH users, breaking

the principle of least privilege if users are given broad permissions.

To combat the public key challenges in environments with many users, and where servers are

spinning up and down continuously, OpenSSHs supports the use of a Certificate Authority. By

implementing a certificate authority, there is no longer a need of provisioning public keys for

each new deployment or device, and each certificate is validated against a Trusted Public CA key,

as seen in Figure 3.1
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FIGURE 3.1. Teleport Certificate Authority (Teleport 2022) © Gravitational, 2022.

This also mitigates the host-key verification problem as mentioned above, since each certifi-

cate is verified by a root authority instead of the devices themselves. The complexity of managing

such authorities is, however, challenging. While OpenSSH supports certificate authorities, it

does not manage certificate rotation, issuance of short-lived certificates, nor support hardware

security modules (HSM).

NIST recommendation (NISTIR) 7966 recommends updated key inventories, the distinction

between different system security postures, enforcing minimum privileges per user as well as

monitoring of all deployed keys and authorized_keys files (Ylonen et al. 2015).

3.1.6 Certificate Compatibility

While OpenSSH supports certificates, it uses its own proprietary certificates, not supported or

standardized by most other platforms, giving compatibility issues with centralized certificate

authorities. There are standards for SSH certificates as proposed by the Internet Engineering

Task Force (IETF) with the use of X509v3, however, these are not supported in OpenSSH (Igoe

and Stebila 2011). The use of OpenSSHs certificates is not widely used, most likely due to a lack of

tools for issuing and distributing the proprietary certificates. Without centralized management,

revocation of certificates, such as with OpenSSH, needs to be performed per device, an approach
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not scalable as well as requiring significant resources andmanual tracking of the device certificate

inventory. For compliance, reducing the amount of data and keys stored in an organization is

essential, and one certificate authority should be maintained for all devices, prompting inter-

compatibility betweenOpenSSH and other applications requiring certificates for themanagement

of devices and users.

3.1.7 Key and Certificate Rotation

Modern cryptography best practices as well as known security frameworks, such as PCI-DSS,

require a regular key or certificate rotation to ensure up-to-date cryptographic protocols. This

limits the attack vector from cryptanalysis attacks. In the event that a key or certificate becomes

compromised, rotating keys limits the number of messages and data vulnerable to compromise.

SSH does not support key rotation with public key authentication nor with certificate-based

authentication. Any third-party implementation utilizing a certificate authority would need to

ensure scalability when deploying hundreds of thousands of nodes and then starting a certificate

authority rotation, a key issuementioned in literature such as the bookCryptography Engineering

(Ferguson, Schneier, and Kohno 2011).

3.1.8 Support for SSO/Federation

Today, users are required to remember credentials for many applications and devices, leading to

password reuse and password fatigue. To solve this, enterprises use Identity Access Management

platforms, implementing centralized user databases providing single sign-on for all applications.

Protocols like OpenID Connect (OIDC) and Security Assertion Markup Language (SAML) have

become the standard for managing single sign-on and federated identities for enterprises. Many

best practices and compliance requirements mention federated identities to decrease the amount

of data stored by users across an organization, and it is commonly implemented through a range

of environments such as desktop environments, applications, websites, physical security barriers,

and more, using software, such as Microsoft Active Directory, FreeIPA, Keycloak, and many

others. SSH does, however, not have any native implementation for SSO or federated identities, as

it does not provide authorization, and utilizes the operating system’s default user account system.
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This means, that organizations have decoupled their centralized user management efforts, as not

all applications and services are, in fact, centralized.

By using OpenSSH with GSSAPI and enabling PAM, it is possible to authenticate with

Kerberos and software like Active Directory. Kerberos is, however, a protocol designed for

internal networks and closed environments, where each server and client is pre-approved. This

does not align well with modern cloud-computing principles. Also, most organizations are

already making use of OIDC or SAML for their enterprise environments, making a protocol

change too complex for most organizations to migrate.

HIIPA requires authentication of users accessing electronic records. A Single Sign-on (SSO)

and multifactor authentication (MFO) can provide central logging and monitoring through a

centralized user database. PCI requires unique IDs per user and ensures authentication and

authorization per login. By using protocols such as OIDC or SAML with an IDP-supporting

RBAC, each unique user can be verified or revoked any access when needed, complying with the

requirement of identification and authorization.

3.1.9 Locating and Terminating Sessions

If any critical systemuser’s devicewere to be stolen, there is no feature allowing for the termination

of all application sessions from a device, as SSH is a stateless application. Security teams would

normally not be able to track and disable sessions related to the device easily and is often solved

by enterprise administrators deploying VPN solutions for tracking and disabling a device to the

enterprise’s network infrastructure. To comply with the tracking and auditing requirements

frommany security frameworks and legislation, OpenSSH sessions need to be tracked and ideally

validated with multifactor authentication per initiated session.

3.1.10 Scalable SSH Tunneling

OpenSSH supports tunneling, but only by point-to-point connections. In a modern world with

virtualization, hybrid clouds, and remote working, the traditional view of computing between

two devices is no longer representable. Many organizations utilizing modern cloud-native

principles require tunneling not only between single nodes but between clusters of nodes, placed
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throughout the world. Remote working necessitates accessibility from everywhere, and edge

deployments require further complexity between clusters and the organization’s edge locations.

Such requirements scale poorly due to ineffective routing of packets, mainly through routing by

server name indication (SNI). Any tunneling would need a more effective low-latency routing to

handle today’s requirements for scaling.

Outgoing tunneling can also support backdoors for threat actors and might violate HIIPA and

PCI compliance. Inbound connections can, if not routed by SNI, be routed by a port to the correct

internal host or bastion host, while outgoing connections usually are harder to limit, engender

encrypted tunnels from compromised devices and out from the organization’s network. This

might be mitigated by the use of very specific controls and rule sets, a challenge in more complex

environments. If so, monitoring might also be challenging without the use of SSL offloading at

the edge, requiring much higher resources than what would be considered maintainable for any

large environment.

3.1.11 Shared Host-keys

When SSH was created, the security assumption was that each device would have its own host

keys, identifying the device. This assumption was not a problem in itself, as SSH was mainly used

for machine-to-machine connections, involving two-way handshakes between two devices, each

having the cryptographic keys to initiate a connection between them.

According to Henninger et al. (Heninger et al. n.d.), 65% of host keys found on the public

internet were seen on more than one device, with many observed in critical devices such as

routers, firewalls, server management cards, and more. Another example by Ylönen was a tech-

savvy organization with 300,000 hosts sharing the same host key, severely breaking the security

assumption for SSH (Ylonen 2019). According to the NISTIR7966 report, many organizations

are not aware of how many SSH keys have access to their environment nor how many copies

exist of each key (Ylonen et al. 2015).

By sharing keys, access to any single device would give total access to all devices, breaking the

integrity of the cluster as well as the network. This would break the principles of layered defense

and defense in depth/breadth, making it hard to enforce modern security practices such as Zero

Trust.
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In addition to the lack of host-key management, host-key sharing can also be used to extend

functionality outside the scope of what SSH tried to solve. As Kubernetes pods are prone to

deletion, replacement, and new pod creations, the lifetime of any server with its host keys is

considered limited. In a world, where servers are considered CATTLE, any cryptographic key

pair from any client device to the pod is considered only for short-term use due to the nature of

the pod’s lifetime.

If an administrator shares a public key with any Kubernetes pod, the automatic fail-over of

unhealthy pods would generate a replacement pod, without the previous host keys from previous

sessions. To combat this, many developers have started deploying key pairs through Kubernete’s

own configuration file, making each new pod generation use the same key as specified in the

kubeconfig configuration file. This ultimately lets administrators keep persistent access to the

entire cluster while breaking any principle of least privilege and enabling full lateral movement

for any compromised key.

3.1.12 Kubernetes Keys in Plain-text

When deploying cloud resources in Kubernetes, the configuration of the cloud provider is de-

ployed through dedicated YAML deployment files. To ensure a connection to the nodes, public

keys can be stored as secrets, while all other data should be stored in configmaps. While secrets

are usually encoded in base64, data in configmaps are stored in plain text. Despite this, storing

keys in configmaps for node deployments is not only common but also referenced in multiple

deployment instructions for a wide variety of applications. This is, however, not recommended,

and configmaps are explicitly described in the official Kubernetes documentation to be only used

for non-confidential data.

The proper solution for storing confidential data in Kubernetes is by employing secrets.

Secrets is a way of managing smaller confidential data in Kubernetes such as tokens, keys, and

passwords, but does have its own flaws. Any secret shared in a cluster is accessible by all pods,

breaking the principle of least privilege.
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3.1.13 Scaling a Centralised Host-key Management Solution

When SSH was created, no centralized infrastructure existed for key management. There have

been approaches for handling central key management from SSH.COMs Tectia in the 2000s by

collecting keys, merging, and distributing them system-wide. This was not a scalable approach,

since each key is a single text file that would need to be scanned for its existence in a larger text

file for the organization’s centralized storage. This scan would need to be performed for each new

authentication of SSH sessions. Making matters worse are devices accessing the infrastructure

temporarily, such as developer laptops, that would not have the capacity to store large files

containing the entire enterprise’s host keys. Key rotation is also not feasible due to the size and

storage format. Other, more modern approaches used in the industry make use of automation

tools and enable the deployment of keys server-wide. While using modern tools like Ansible,

Puppet, and Chef, this is very similar to the Tectias approach in 2000 and has the same limitations

with storage of the file contents. A better solution is storing the host keys in the Domain Name

Service (DNS). Using a dedicated DNS record known as Secure Shell Fingerprint Record (SSHFR)

enables computers to look up the host keys remotely instead of storing them locally, and the

storage format makes scaling much easier. However, a condition for using SSHFR is the use

of Domain Name System Security Extensions (DNSSEC), a protocol for extending DNS with

public-key cryptography, ensuring the integrity of records (Ateniese and Mangard 2001). One

major problem is the lack of adoption of DNSSEC worldwide, with many countries severely

lacking the implementation. Combined with enforcing the concept of least privilege for the actual

DNS records, updating and maintaining records might be more challenging for organizations

not making use of automation for their DNS records.

3.1.14 Least Privilege & Just-in-Time Access

Most organizations are bound by compliance requirements, ranging from common privacy

laws to laws targeting specific industries or data, as well as required frameworks enforced by

industry and organizations. Some industries are heavily regulated, such as finance, healthcare,

energy, government, and so forth, and represent a major part of SSH users worldwide. Common

compliance requirements are privileged to access with the implementation of least privilege.
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To enforce the concept of least privilege, granular access controls need to be put in place,

with RBAC and ABAC being the most known and used. By specifying a user’s privilege based

on their roles and department in an organization, the organization can ensure users are only

given the privileges needed. SSH does not have any native support for the least privilege. While

many organizations make use of IAM solutions providing RBAC and best practices, such as

least privilege, SSH is normally outside the scope and uses authentication through PAM, 0Auth,

or Password authentication to mention some (Ylonen 2019). These are solutions using the

native POSIX environment and accounts but are neither scalable nor suitable for RBAC. RBAC

is usually managed through existing IAM solutions such as Active Directory or Keycloak. To

fully implement least privilege, further controls should be applied for restricting privileges to a

minimum and enable escalation requests for any user needing elevated privileges for a certain

time period.

By adding additional controls by attribute (ABAC or Declarative RBAC), the login can be lim-

ited to parts of the world, at certain time periods, and further restrict access to the organization’s

assets and network, to minimize the attack surface and to ensure users only have access during

working hours. This is a requirement for many compliance frameworks as well as legislation

and is known as Just-in-time (JIT) access. JIT is considered one of many ways of enforcing least

privilege, by restricting the privileges to only when needed.

3.1.15 Ephemeral Accounts

SSH does not have away ofmanaging one-time users, such as compliance auditing, vendor service,

and third-party freelancing. This might result in users getting temporarily full unrestricted

access keys to environments, breaking the principle of least privilege. Combined with poor key

management, this might result in severe supply chain attacks and should be mitigated by limiting

privileges, implementing privilege escalation requests as well as immediate de-provisioning after

ended work. As mentioned earlier, since keys do not have any expiry date, a certificate authority

would be required to implement such a solution.
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3.1.16 Covert Channels and Traffic Analysis

While not a common attack method, the use of covert channels for sending information out of a

secure network is nothing new. Covert channels have been seen before, andwith justmanipulating

some of the machine’s components, it has been possible to transmit data out of air-gapped (no

network) environments (Guri et al. 2016).

If a threat actor has gained access to a highly secure network that performs packet inspection

on the edge with SSL offloading, an attacker’s attempt to transfer any SSH packets out of the

network might be discovered if offloading is performed on OpenSSH itself. To overcome this, a

threat actormight opt for sending packets containing data that seems legitimate for the operations

on the network, while the confidential data is sent out in morse code, by manipulating packet

lengths for even and odd numbers. Other cover channels might include manipulating MAC data,

adding data to the beginning of the payload as well as random padding fields (Lucena et al. 2004).

As explained above, the SSH data stream itself is perfectly capable to be used for covert

channels. While detection of covert channels is the best way of mitigating individual attacks,

options for mitigating attacks are scrubbing data and normalizing any additional information in

the packets, e.g., by transferring the packets over other protocols.

3.1.17 Pivoting

Lateral movement is often privileged by pipelines, including automation certificate storage on

other devices. Recent advancements in software automation for provisioning, configuration

management, orchestration, and deployments with tools such as Ansible, Puppet, and Bash

require passwordless node-to-node access using these certificates, making the risk of single

device compromises on nodes running tools such as Ansible playbooks far more dangerous, with

a potential to expand to the entire environment.

Pivoting can be mitigated by enforcing the principle of least privilege (POLP) on not only

users but also devices. Restricting data based on attribution and tasks to be performed by a device,

as well as logging all traffic between the devices, helps ensure that any compromised device’s

activities out to other devices are as limited as possible.
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3.1.18 Size and Keystroke-Timing Attacks

A study conducted at U.C Berkeley showed that due to the eight-bit boundary for block ciphers,

one could reveal the approximate size of the original transferred data. In addition, when using the

interactive mode, every keystroke typed on the client machine would be transferred in its own

packet, opening up for keystroke-timing attacks, leaking data about passwords, and transferred

data over SSH sessions (Xiaodong, David, and Tian 2002).

Since OpenSSH is not sending passwords in single packets, but rather when the input is

completed, this is neither a problem for most major distributions nor for systems using keys or

certificates for authentication.

3.1.19 Bastion Host

To limit the number of nodes connected to the internet, as well as centralize access through-

hardened devices, bastion hosts might be used. While bastion hosts might be beneficial if imple-

mented correctly, it requires knowledge and skills to harden correctly. Any vulnerable configura-

tion might open up an attacker to the entire organization. Bastion hosts are also open for TCP

and IP attacks, such as DOS and DDOS attacks, enabling an attacker to remove the availability of

the organization’s devices.

Such problems are not easily solved, apart from rigid access controls and firewall rules.

Other approaches might also include clustering bastion hosts in different locations and regions,

distributing the throughput of any attack, or reducing the attack surface. The main problem here

is that routing SSH packet is in itself not possible due to packets being encrypted and not carrying

Server Name Indication (SNI) headers for showing the packet destination.
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CHAPTER 4

Proposing a Framework

SUMMARY

Based on the current challenges outlined in Chapter 3, Chapter 4 will look at the conditions

required for satisfying the mentioned challenges, ultimately proposing a new solution. The

chapter will further evaluate the currently available software that satisfies the mentioned require-

ments. Due to the broad usage of SSH, and the many scenarios that need to be considered, the

paper will not focus on one single application, but on any possible combination of software that

could contribute to the easier and safer implementation of remote access across an enterprise

infrastructure.

4.1 REQUIREMENTS

When propositioning a replacement for SSH, a range of factors needs to be considered. To

evaluate all applications providing similar services, a set of requirements needs to be applied to

evaluate the suitability for both replacing SSH’s existing services and mitigating the challenges

discussed in Chapter 3. Further requirements also need to be reviewed for a broad usage of

devices, industries, compliance, and architecture.

4.1.1 Existing Functionality

The existing functionality of SSH involves secure remote login to devices with the use of pass-

word authentication or public-key cryptography. As discussed in Chapter 3, there are potential

problems with password authentication such as brute-force attacks and password fatigue, making

61
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it unsuitable for managing confidential data. Public key cryptography can be enabled with the use

of key pairs or certificates. Due to problems with key management and key rotation, this makes

them unsuitable for compliance requirements. A possible solution should, therefore, make use

of a central certificate authority for enabling central management of inventory, easy revocation,

as well as additional meta-data. Another functionality provided by SSH is secure file transfer,

remote command execution, and secure tunneling. These functionalities are all protected against

man-in-the-middle attacks, connection hijacking, eavesdropping, insertion attacks, and service

and IP spoofing.

4.1.2 New Challenges

As discussed in Chapter 3, there is a range of new challenges for the SSH protocol and platforms.

The goal is to address as many of the mentioned challenges as possible, while also ensuring that

any challenge affecting the immediate security, compliance requirements, or best practices must

be properly addressed.

As discussed above, by removing password and key authentication with certificates, password

reuse and cracking, lack of expiry date, host key verification, key management, shared host-key,

Kubernetes keys in plain-text, scaling a centralized host-keymanagement solution, and ephemeral

accounts at scale are all mitigated. However, this does not come without a cost, as managing a

certificate authority requires a complex setup and continuous management, complying with the

compatibility with the organization’s existing keys, for a truly centralized approach, as mentioned

in 3.1.6 certificate compatibility.

After application deployment, the configurations must ensure not only the highest standard

of security by enabling best practices but further that the attack surface is as reduced as possible

for its operation.

Key and certificate rotation is especially important, as this rotation ensures that all cryp-

tographic algorithms are up-to-date following current best practices for cryptography. This

also helps mitigate any compromised certificates, and should ideally dispose of any per session

generated certificates to further mitigate the risk of any compromised certificate. This also

ensures compliance with standards such as PCI-DSS.

Support for SSO/Federation is another definitive requirement to centralize user manage-
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ment, reducing the risk of password fatigue and ensuring an up-to-date user inventory across

hybrid environments and the IAM. To integrate with existing software, an open and widely

supported protocol should be used such as OIDC or SAML, to facilitate easy deployment to

existing environments as well as wide support for most applications, networks, and devices.

Locating and terminating sessions requires the use of certificate authorities with disposable

certificates per session as well as a stateful connection for monitoring and instantly revoking

certificates and end sessions. This can only be achieved with stateful connections, and should, in

addition, ensure composable certificates generated per session to follow the principle of least

privilege. This would also result in satisfactory mitigation of 3.1.15 ephemeral accounts as access

is generated per session and can be once generated or valid for a certain time period. This would

also mitigate pivoting, by validating each connection per device, following the principle of least

privilege and zero trust, as opposed to ordinary SSH authentication.

A bastion host is not a requirement, but should if implemented, ensure routing by enabling

routing of encrypted packages with protocols such as Server Name Indication or similar. Clus-

tering of hosts with load balancing to mitigate single points of failure would be beneficial but

is not a final requirement for such a solution if other solutions would deem a bastion host not

necessary.

4.1.3 Compliance & Best Practices

The solution needs to ensure the default configurations are compliant with most general compli-

ance standards, such as international privacy laws as mentioned, and ensure it follows modern

best practices such as zero-trust, least privilege, and just-in-time access. It should also have the

functionality to be compliantwithmost heavily regulated sectors, such as financial services, health,

military, and international standards, ISO, NIST, PCI-DSS, and others as described under the

Security Frameworks chapter. Ideally, an existing implementation satisfies these requirements or

at least has the functionalities necessary to be compliant or extend functionality for compliance.

4.1.4 Device Compatibility

Given the broad scope of SSH, a replacement needs to ensure compatibility with all devices

supported by SSH, including but not limited to desktops, bare-metal servers, virtualized instances,
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containerized applications, industrial control systems, and other embedded systems. In addition,

an implementation should ideally support integration into databases and custom applications,

truly enabling a single sign-on experience at all layers.

4.1.5 Ease of Use and Ease of Migration

The solution must not be considerably harder to manage than any existing solution, as parallels

can be drawn between an increase in complexity and the problems with management, such as

discussed in key management at scale.

The proposed solution also requires an easy deployment, defaulting to a satisfactory security

posture, enabling easy compliance formost users of the application, andmitigating any vulnerable

configuration from the end-user, as described in vulnerable configuration. One example here

might be different deployment paths depending on compliance level, or a default installation that

satisfies best practices and issues described in the challenges section.

The platform must enable organizations to use existing IAM solutions, and should be based

on one of the major supported protocols such as OIDC or SAML, enabling fast deployment into

existing environments, without major architectural changes to the organization’s IT infrastruc-

ture.

4.1.6 Proven in Production & Maturity

The proposed solutionmust be compromised of tools and applications that are consideredmature

projects, and proven in production at scale. This involves deployments at larger organizations

and managing thousands of devices.

4.2 EVALUATION

When evaluating possible solutions, the first step was to evaluate potential candidate platforms.

After sorting out the applications not satisfying most of the requirements mentioned above,

the four applications Teleport, Pomerium, HashiCorp Boundary, and AthenZ were left, as seen in

Table 4.1.
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Application Open Source Certificate
Based OIDC/SAML Supported

Devices
Compliance
Support

Proven
at Scale

Session
Logging

Teleport Yes Native Support Paid All Yes Yes Yes
PrivX, Tectia, UKM No
Pomerium Yes Native Support Paid All Yes Yes Paid
StrongDM No
Google IAP No
Cloudflare Access No
Tailscale No
Boundary
+ Vault Yes Native Support Yes All Yes Yes Yes

BeyondTrust No
Perimeter 81 No
Proofpoint No
Pritunl Yes Native Support Yes Some No No Yes
AWS Session Manager
+ WorkLink No

BastionZero No
Termius No
Guacamole Yes No Yes Desktop No Yes No
RoyalTS No
RoyalTS Free No
SSHPortal Yes No No Some No No No
JumpCloud No
NetFoundry No

OpenZiti Yes Third Party
Support No Some No No No

Authelia Yes
<_CMD No
SmallStep Yes Native Support Paid Some No Yes Paid
Azure App Proxy No
Zscaler Private Access No
Duo Beyond No
Okta Advanced Server Access No
CyberArk PAS No

Seknox Trasa Yes Third Party
Support Yes Some No N/A Yes

AthenZ Yes Native Support Yes All No Yes No
Spiffe + Spire Yes Native Support Yes Some No Yes No

TABLE 4.1. Comparison of Remote Access Solutions
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Due to the complexity of compliance in industries, with special auditing being a major re-

quirement, the lack of session auditing with Pomerium and AthenZ made Teleport and Boundary

more suitable alternatives. While AthenZ is a more modern approach to computing, also being

part of the cloud-native computing foundation, the project is still a sandbox project just recently

introduced in 2021. This project is still at an early stage and might not be as mature as its com-

petitors. This also questions the community support for users, as the project is mainly backed by

Yahoo. Other concerns are legacy support for non-cloud-native devices.

HashiCorp Boundary is another project that is built on the successful Vault project and sup-

portsmost of the requirements specified in the Requirements section. However, the project is hard

to install and does not consider machine-to-machine access, which would require HashiCorps

Consul project. To truly replace SSH, the application used would require ease of use as well as

defaulting to configurations to satisfy modern best practices.

Teleport is one of the older platforms, born from Rackspace and used by teams at NAS-

DAQ, IBM, McAfee, Samsung, and many others. What separates the platform from most of

its counterparts is the support for legacy platforms as well as IoT and embedded devices, en-

suring a broad share of SSH users. Other key features, such as machine IDs for implementing

machine-to-machine certificates, further abstract the concept of users and devices, ensuring that

authentication, authorization, and auditing are performed for any session both from automation

tools and DevOps pipelines, as well as from traditional users.

One of the main concerns with Teleport is its lack of Role-Based Access Control in its open-

source offering. Due to the requirement of ease of implementation, any organization should

be able to directly integrate the proposed solution into their existing environment, by the use

of OIDC and a broker. However, due to the similarity in the authentication flow to the open-

source connector for GitHub, this functionality could be extended to OIDC and was considered

the easiest way to ensure all requirements from the previous discussions were implemented. In

addition to the proposed applications, the paper provides themeans of enabling RBAC in Teleport

open-source version, as explained in 5.5.
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hei Open
Source OIDC SAML LDAP Brokering Multi

Tenancy

Password-
less FIDO2,
UTP

User
Manage
ment
+ RBAC

Proven in
Production

Keycloak Yes Yes Yes Yes Yes Yes Yes Yes Yes
Ory Stack Yes Yes No No Yes No Yes Yes Yes
Zitadel Yes Yes No No No Yes Yes Yes N/A
Gluu Yes Yes Yes Yes Yes No Yes Yes Yes
FusionAuth Yes Yes Yes Yes N/A Yes Yes Yes Yes
Microsoft
Identity
Manager

No

SuperTokens Yes Yes Yes No N/A No Yes No Yes
Auth0 No
Okta No
Firebase Auth No
ForceRock No
OneLogin No
Micro Focus No
CyberArk
Identity No

LoginRadius No
Thales DIS No
Ping Identity No

TABLE 4.2. Comparison of IAMs

When evaluating possible IAM solutions, there was a requirement for OIDC support to

enable communication between Teleport and the IAM. As seen in Table 4.2, the code-base also

needed to be open-source, allowing for broad adoption and customization, as well as ensuring

community support outside of any single organization. Further requirements such as LDAP and

Brokering ensured the IAM solution could act as a broker between other systems, enabling a

broader scope for the proposed framework, as well as integrating every part of an organization’s

access management into one centralized system. Other requirements such as RBAC ensured

compliance and were core components for supporting Teleport’s RBAC module to enforce least

privilege. Based on the features required, Keycloak was considered the most practical application

for the integration, and due to its broad range of supported protocols, federations, and brokering

between Kerberos, SAML, OIDC, LDAP, Active Directory, etc., this had the largest possible

adoption regardless of any organization’s present IAM or IdPs. This enabled the use of Keycloak

as a standalone system, or as a broker between other systems, giving the broadest support to

the proposed solution, ensuring the Teleport OIDC can be extended to almost any organization.

Keycloak also supported clustering for added redundancy for organizations, and was, in general,

the application with the largest existing adoption.
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4.2.1 Teleport + Keycloak

The combination of Teleport with Keycloak enables organizations to use existing IAMs through

any range of supported protocols, brokering connections through Keycloak, or by the use of

Keycloak directly. Combined with the modified Teleport binary presented in Appendix A, this

enables Role-Based Access Control for provisioning disposable certificates through Teleport’s

internal Certificate Authority. Each permission request in Teleport is based on Keycloak or

any other brokered IAM’s user role permission, ensuring core compliance requirements for a

range of security frameworks and legislation, as well as providing easy user group, role, and

permission management, coupled with revokable certificates and stateful connections, enabling

session termination and just-in-time access.

Apart from the mentioned requirements for a solution, Teleport is not only providing a

Certificate Authority but the entire platform is built around certificate management. This gives

a couple of advantages as management at scale is a core feature. Another positive with such an

approach is that each certificate can be given additional metadata embedded in the certificates,

enabling a faster andmore efficient packet routing, based on certificate metadata instead of server

name indication (SNI) routing. This is especially important in a world with a growing amount

of connections by both an increase in devices and software-defined networking and could help

organizations use their network bandwidth more efficiently. Another feature not seen in other

solutions is the possibility of implementing IP address validation for devices allowed to issue or

use certificates.

One unique feature not seen in any of the other applications was Teleport’s attempt to enforce

just-in-time access for automation tools. By the use of machine IDs, Teleport provisions a

certificate-based identity to any CI/CDworker or, Ansible playbooks, microservice pod, machine,

or similar, giving a unique identity for the service. The machines, therefore, inherit the security

features of Teleport with its session auditing capabilities, instant access termination, as well

as unifying the organization’s access policies to users and devices, increasing compliance and

auditing capabilities. In addition, this enables ephemeral certificates with a shorter Time to Live

(TTL), enforcing compliance by just-in-time access and continuous rotation of certificates and

cryptographic keys.
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FIGURE 4.1. How Teleport Works(Teleport 2022) © Gravitational, 2022.

As seen from Figure 4.1, Teleport is exposed with only a front-facing proxy, serving the web

application, enabling IoT devices reverse tunneling capabilities, as well as enabling routing of all

supported protocols based on SNI routing or Machine ID. By utilizing SNI or Machine ID, its

possible to make use of Teleport as a single bastion host with a single public IPV4 address, routing

all external packets to any internal IP based on the SNI header or the certificates Machine ID. As

opposed to the SSH protocol that lacks both an SNI header andMachine ID, this enables Teleport

users to make use of the entire 65.535 ports for each internal device, which would normally not

be possible with port-based routing used for routing traditional SSH packets.

By utilizing a proxy connection, Teleport can enable the use of leaf clusters behind fire-

walls(NAT) at multiple locations or networks such as seen from Figure 4.2. This enables capabili-

ties such as remote management for service providers at customers’ locations without opening

up TCP ports, enabling managed software updates for devices such as embedded devices and

IoT, as well as managing a range of data-centers or networks through one centralized access

point. Each cluster can also be given elevated privileges for managing other clusters, enabling

organizations to partition their infrastructure per team or department. By deploying at least two

proxies in front of the clusters, we can also enable high availability across the entire environment

for further redundancy.
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FIGURE 4.2. Teleport Clustering(Teleport 2022) © Gravitational, 2022.

While many more features could be described, there is one feature in particular that makes

Teleport especially relevant for compliance purposes that should be mentioned. While most

systems focus more on Authentication and Authorization, Teleport has added additional features

supporting Auditing, with its audit capabilities. By installing the Teleport daemon on each device,

the daemon reports any security incident to the authentication service, enabling events in the

local storage of the authentication service, in cloud storage, or block storage.

While direct node reporting to the authentication service is recommended, if any device

is not to be trusted, Teleport also supports the monitoring from the proxy service for all of its

connections. This enables the proxy service to send all event data to the authentication service,

as shown in Figure 4.3
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FIGURE 4.3. Teleport Audit(Teleport 2022) © Gravitational, 2022.

All events are grouped into three categories:

• Access Events, providing event logs such as login attempts, remote command execution,

session creation and termination, and more. These events additional meta-data such as

event name, user, login, server-id, local and global IP address, time, and a unique SID.

• Session Recordings shows raw logs from SSH or kubectl, and also provides recordings

with instant playback through a video player of actions performed on the device.

• Host Events, also known as enhanced session recordings, requires eBPF to be enabled by the

host kernel as well as BPF Compiler Collection (BCC) installed. This enables the logging

of low-level events on the host such as file-system changes, network activity, process

execution, and more.

The proposed solution of Keycloak and Teleport can be further expanded with the integration

of a SIEM platform for handling monitoring and logs from Teleport, such as the open-source ELK

stack, compromised of Elasticsearch, Logstash, and Kibana. Due to the scope of this paper, an

integration and framework for integrating Elasticsearch, Logstash, and Kibana are not provided.
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CHAPTER 5

Conclusion

5.1 INTRODUCTION

After analyzing the concepts of access control and compliance necessary for an enterprise to

deploy a successful IAM solution, the chapter continued to explain the SSH protocol’s history

and the security and environmental conditions present at its creation. The paper proceeded by

explaining the major leap in computing from traditional server management when SSH was

created, tomodern cloud-native principles that can be seen today, to further gain an understanding

of how the conditions for the SSH protocol have changed over the years. This knowledge was

then used for the discussion in Chapter 3, analyzing the challenges that can be identified with

the SSH protocol in a new computing environment, before suggesting requirements for a new

solution, and finally proposing a solution based on the collected requirements.

5.2 SUMMARY

The paper discovered several challenges about how the SSH protocol was used and bootstrapped

into new technology, such as Kubernetes, and how all modern principles, such as Zero Trust,

Least Privilege, and Just-in-Time access, have requirements super-seeding what is provided

with software such as OpenSSH. Several compliance requirements for the industry also have

requirements of security controls and functionality that are not implementable without complex

third-party applications, prompting a solution based on the open-source IAM platform Keycloak

for easy implementation with OIDC or SAML into existing environments, combined the with

open-source platform Teleport for the creation of just-in-time disposable certificates, ensuring

compliance and modern best practices in both legacy systems and modern environments.
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5.3 OBJECTIVE

The paper proposed six objectives, all part of the paper’s end goal of proposing a new solution for

remote access in enterprises. The first objective was a summary of relevant security concepts

for access management as well as best practices, that would later be used for evaluating possible

platforms. The paper evaluated previous research in the field and discovered several key concepts

for implementing access management, such as AAA, Access Control Policies, IAM, Single Sign-on

protocols, as well as the compliance requirements for such access.

The second objective was to compare the security environment at the time of its creation in

1995 with the computing environment in 2022, going through the leap from monolithic applica-

tion architecture to microservices, as well as modern concepts such as the DevOps methodology

followed by principles, such as the PET COW principle, looking at how developers are rethinking

their strategy of server deployment and responsibilities in the application workflow.

The third objective looked at current problems with SSH in the modern world, both in

terms of scalability of key management and in implementing keys in modern workflows, such

as containerized applications. By discovering several security assumptions from 1995 that no

longer followed in 2022, we could identify problem areas that needed to be addressed in a new

proposed framework.

The fourth objective proposed a framework for remote managing devices, based on the

discussion of the previous objectives, ensuring compliance, best practices, as well as wide com-

patibility with other devices. Further requirements were developed to be used when evaluating

possible software and platforms, before ultimately proposing the final solution by utilizing the

two open-source platforms Teleport and Keycloak.

The fifth objective proposed to deploy a pilot environment of the recommended framework,

and involved deploying a modified binary of Teleport, extending its connector to enable OIDC

for its open-source version, before connecting Teleport with the OIDC-compliant IAM solution

Keycloak for full RBAC access. The demo environment was set up by integrating three remote

servers: one Kubernetes cluster, one virtual machine, and one database.
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5.4 CONTRIBUTION

The paper has evaluated the current situation of SSH, and how it is used today, as opposed to

how it was used in 1995. This paper proposes a solution and can be considered a direct response

to Mr. Ylönen’s previous paper on the topic “Challenges in Managing SSH Keys – and a Call for

Solutions”, where it was concluded that no appropriate solution exists at the date of writing. By

researching tools, the paper proposed a solution that would satisfymost requirements formodern-

day server management in a cloud-native world, while also considering newer methodologies

such as zero trust. The paper has, with backing from previous research in the field, discovered

security challenges and defined clear requirements for executing safe access management, based

on best practices, technical concepts, and compliance requirements from different industries. By

using this research, the paper has contributed with clear challenges as well as actionable tasks

to mitigate such challenges as well as to contribute with an easily implementable solution for

organizations, based on two readily available open-source applications. Finally, the paper has

contributed a solution to RBAC between the two mentioned applications as well as a way to

extend Teleport, enabling two-way communication between the applications themselves.

5.5 FUTURE WORK

Given the scope of the topic mentioned in this paper, there are many directions for further

research. The focus on this paper was, as stated, the move from computing in 1995 till 2022 as

well as proposing a solution based on the requirements identified in this paper. Each topic was,

due to the limited scope, could be its own topic in its entirety.

Asmentioned in the paper, there aremany advantages to centralizing user access to one system,

such as simplicity, up-to-date inventory, and the option to harden one device and application.

However, this does not mean that there are no downsides to such an approach, and the damage

by a potential compromise might be much greater. Research on the topics of centralizing access

management as opposed to distributed access management would be interesting. Also interesting

would be looking at ways tomitigate this risk further, by, for example, creating a SIEM integration

to any of the open-source SIEM platforms, such as OSSIM, ELK, Wazuh, or SIEMonster to

mention a few.
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It would also be beneficial to go in-depth on compliance requirements, making a central list

for all technical controls and features required for an IAM and remote access system. Based on

this data, one can consider a one-size-fits-all deployment script for compliance in Teleport and

Keycloak, or create separate deployment scripts for the most used compliance frameworks.

‰
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APPENDIX A

Teleport Binary modifications

A demo environment of Teleport open-source authenticating through Keycloak is available at

teleport.thaulow.co (username: thaulow / password: demo123.

To build a new binary, use the following guide:

Modified source code can be found in github.com/thomas-thaulow/teleport-keycloak, this

guide however focuses on modifying official Teleport repository code for future versions.

Download the latest Teleport source code from GIT.

$ mkdir -p $GOPATH/src/github.com/gravitational

$ cd $GOPATH/src/github.com/gravitational

$ git clone https://github.com/gravitational/teleport.git

Proceed to create the data directory for Teleport

$ sudo mkdir -p /var/lib/teleport

$ sudo chown $USER /var/lib/teleport

Go to the following file, and comment out the if function checking the OIDC flag

lib/auth/auth_with_roles.go

1

2 / / i f m o d u l e s . G e tM o d u l e s ( ) . F e a t u r e s ( ) . OIDC == f a l s e {

3 / / r e t u r n t r a c e . A c c e s s D e n i e d ( " OIDC i s o n l y a v a i l a b l e i n

4 e n t e r p r i s e s u b s c r i p t i o n s " )

5 / / }

Proceed to the next file, and find the section initializing the GitHub connector.

End-3

https://teleport.thaulow.co
https://github.com/thomas-thaulow/teleport-keycloak
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/tools/tctl/common/resources_command.go

1 t y p e s . K indGi thubConnec to r : r c . c r e a t eG i t h u bConn e c t o r

Reference our new connector underneath by adding the following section underneath the

GitHub connector reference:

1 " o i d c " : r c . c r e a t eK e y c l o a kConn e c t o r ,

Continue in the same file and look for the createGithubConnector function. At the end of

the function, we will copy the GitHub function, but rename it to KeycloakConnector, and replace

all GitHub statements to OIDC.

1 func ( r c *ResourceCommand ) c r e a t eK e y c l o a kConn e c t o r ( c l i e n t au t h . C l i e n t I ,

2 raw s e r v i c e s . UnknownResource ) e r r o r {

3 c t x : = c o n t e x t .TODO ( )

4 connec t o r , e r r : = s e r v i c e s . UnmarshalOIDCConnector ( raw . Raw )

5 i f e r r ! = n i l {

6 r e t u r n t r a c e . Wrap ( e r r )

7 }

8 _ , e r r = c l i e n t . GetOIDCConnector ( c t x , c o nn e c t o r . GetName ( ) , f a l s e )

9 i f e r r ! = n i l && ! t r a c e . I sNotFound ( e r r ) {

10 r e t u r n t r a c e . Wrap ( e r r )

11 }

12 e x i s t s : = ( e r r == n i l )

13 i f ! r c . f o r c e && e x i s t s {

14 r e t u r n t r a c e . A l r e a d y E x i s t s ( " a u t h e n t i c a t i o n c onn e c t o r %q a l r e a d y e x i s t s " ,

15 c onn e c t o r . GetName ( ) )

16 }

17 e r r = c l i e n t . Upser tOIDCConnector ( c t x , c o nn e c t o r )

18 i f e r r ! = n i l {

19 r e t u r n t r a c e . Wrap ( e r r )

20 }

21 fmt . P r i n t f ( " a u t h e n t i c a t i o n c onn e c t o r %q ha s been %s \ n " ,

22 c onn e c t o r . GetName ( ) , Up s e r tVe rb ( e x i s t s , r c . f o r c e ) )

23 r e t u r n n i l

24 }

Proceed to build the binary
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$ cd teleport

$ make full

Go to the configuration file for Teleport, and specify that oidc should be used for authentica-

tion

/etc/teleport.yaml

1 a u t h _ s e r v i c e :

2 a u t h e n t i c a t i o n :

3 t y p e : o i d c

At last, create the connector configuration file

keycloak-connector.yaml

1

2 k ind : o i d c

3 v e r s i o n : v2

4 me t ad a t a :

5 name : n ew_o id c_ conne c t o r

6 s p e c :

7 r e d i r e c t _ u r l : " h t t p s : / / examp le . com/ v1 / webap i / o i d c / c a l l b a c k "

8 c l i e n t _ i d : < c l i e n t id >

9 d i s p l a y : Key c l o ak

10 c l i e n t _ s e c r e t : < c l i e n t s e c r e t >

11 i s s u e r _ u r l : h t t p s : / / < i s s u e r − u r l >

12 s cop e : [ < s c op e v a l u e > ]

13 c l a i m s _ t o _ r o l e s :

14 − { c l a im : " hd " , v a l u e : " example . com " , r o l e s : [ " e d i t o r " ] }

$ tctl create oidc-connector.yaml

(OAuth2 and OIDC authentication for SSH | Teleport Docs 2022)
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Abstract—The SSH protocol originated from the need of
encrypting data traversing public networks and relied on direct
connections between client and server. With the rapid change
of environments and the introduction to cloud-native computing,
many of the initial security assumptions set in place for the
protocol is no longer followed. This paper looks at the current
implementations at the creation of the protocol, as well as how the
protocol is implemented in modern-day computing, comparing
the security conditions from the creation of the protocol against
how it is used today. We further propose a solution for replacing
SSH with Open-Source solution Teleport, enabling centralized
per session authentication, session auditing, and the tools needed
for enforcing zero trust. The paper further proposes an open-
source Keycloak Teleport integration for enabling Role-Based
Access Controls (RBAC), providing a plug-and-play solution for
enterprises to make use of existing OIDC platforms.

Index Terms—SSH, RBAC, Teleport, Keycloak, OIDC

I. INTRODUCTION

In recent years, encryption has become the golden standard
for securing online assets, and its use can be seen everywhere
from enterprise networks to children’s toys. Most cloud and
application providers default their services to the TLS standard
for any, and all services deployed and are one of many efforts
for ensuring a safer internet.

From the conceptualization of the TCP/IP-based stack in
the early 1980s and until the mid-1990s, the Internet was
mainly used for academic and defense purposes. The defense
sector utilized dedicated overlay networks for protecting its
confidentiality, while academia was not considered a security
concern [15], and operated with clear-text transmission of data
[1], ensuing a vulnerability where packets would be prone to
interception on unsecured public networks.

Following a sniffing attack against the finish university
network in 1995, a cryptographic network protocol named
Secure Shell was introduced by finish researcher Tatu Ylönen
to ensure the integrity and confidentiality of data under trans-
mission, combating sniffing attacks by ensuring encryption on
any intercepted data. [2]

Special thanks to Ilja Livensson from University of Tartu

The protocol was released as an open-source package and its
use grew quickly. This led to the protocol being submitted as a
draft to the Internet Engineering Task Force (IETF). However,
several problems and limitations were found with the current
implementation of the protocol.

In 2006, a revised version of the protocol known as SSH
2.0 was introduced by the Internet Engineering Task Force
(IETF), boosting value-added features and security with the
introduction of Diffie Hellman key exchange, cryptographic
checksum’s with the use of message authentication codes
(MAC) for integrity checks and much more [3]

Due to the commercialization of the SSH-2 protocol by for-
profit vendors such as Tatu Ylönen´s SSHCommunications
Security Corp, the protocol did not gain the adoption expected
from its release, much due to stricter commercial licensing and
lack of backwards compatibility. This resulted in the creation
of several forks under different provider names, with the
OpenBSD fork gathering special attention. Due to the lack of
open-source software utilizing the protocol, OpenBSD decided
to release a free open-source application utilizing the SSH-
2 protocol under the name OpenSSH, which would become
the standard management protocol for all POSIX-compliant
operating systems till this day.

The SSH protocol replaced most of its plaintext counterparts
such as telnet, rsh, rlogin, ftp and rexex with safer alternatives
that would mitigate data interception as well as man-in-the-
middle attacks (MITM). The protocol is not only seen on
computer devices but in a wide range of devices and services
ranging from cloud infrastructure, routers, IoT devices, power
management, HVAC, CCTVs, and more. In addition to device
management, the protocol is used for committing files to ver-
sion control as well as testing and deployments to staging and
live environments as part of Continous Integration/Delivery
(CI/CD)that forms part of the DevOps life cycle.

II. ARCHITECTURE & MODERN USE

The Secure Shell protocol consists of three main root com-
ponents, with support for local extensions. Each of its proto-
cols runs on top of its sub-protocol, starting with the transport



layer; usually transmitted through, but not exclusively on the
TCP/IP protocol. Followed is the user-authentication protocol
and then the connection protocol. The protocol was initially
designed to give encryption on unsecured networks, user and
host authentication, while also ensuring the integrity of the
contents with one-to-one relations on grass-root deployments.
In order to do this, SSH keys were introduced as a concept
where each KEY pair would represent a unique device so
that other devices would be able to perform verification based
on their identity given through a unique key. This would
require direct contact between the client and remote server
to identify the party, removing the need for any trusting third-
party devices or servers.

A 2021 study conducted by Gravitational with over 1000
respondents in IT, DevOps, and information security showed
that over 70% of respondents used passwords for granting
access to infrastructure. The same respondents wrote that
certificates were the safest way of authenticating devices [22],
and given the current landscape with password reuse, fre-
quent public breaches, and automated attacks against common
SSH ports on public-facing servers, it is undeniable that key
authentication is the desired solution of those two. A study
conducted at U.C Berkeley showed that due to the eight-bit
boundary for block ciphers, one could reveal the approximate
size of the original transferred data. In addition, when using
the interactive mode, every keystroke typed on the client
machine would be transferred in its own packet, opening up
for keystroke timing attacks, leaking data about passwords,
and transferred data over SSH sessions. [23]

Since the SSH protocols creation, the typical deployments
have increased rapidly both in complexity and node count,
making the protocol less suitable due to it relying on two-way
handshakes between the user and remote devices. As opposed
to centrally managed systems that would handle many-to-many
relations between nodes such as done through Public Key
Infrastructure (PKI), LDAP, or Kerberos, a one-to-one relation
such as with the SSH protocol would require each individual
developer direct access to all needed computing resources,
adding management workloads for ensuring separate user and
group records as well as certificates on a per-device basis, in
addition to often already existing role-based access control
(RBAC) platforms for applications, software, and physical
access controls.

In larger financial institutions, it was observed several
million user-keys authorized to log in to tens of thousands
and sometimes hundreds of thousands of servers. Single keys
could be observed having access to tens of thousands of
devices, often acting as emergency response, auditing, or patch
management purposes. Extensive monitoring by the same
group showed up to 90% of the authorized keys being unused.
[18] According to the NISTIR7966 report, many organizations
are not aware of how many SSH keys have access to their
environment, nor how many copies exist of each key. [20]

In addition to keeping track of all keys, SSH utilizes a
concept known as Trust on first use (TOFU), an authentication
scheme where any new certificate would be prompted for

manual authentication by the user, and any future connections
would be pre-approved given that the same conditions are still
preserved. Any change of IP would prompt a warning, and
the user would simply remove the old key and initiate a new
connection. Since hostnames and IP addresses are prone to
changes in modern cloud environments, such warnings have
become more frequent and resulted in users ignoring them,
leaving users open to man-in-the-middle attacks (MITM).

To further complicate host-key and certificate storage on
devices further, the recent advancements in software automa-
tion for provisioning, configuration management, orchestra-
tion, and deployments with tools such as Ansible, Puppet, and
Bash requires passwordless node to node access with the use
of certificates, making the risk of single device compromises
on nodes running tools such as Ansible playbooks far more
dangerous, with its potential to expand to the entire environ-
ment.

Similar to the problems outlined with automation tools, the
move from traditional monolithic applications to microservices
architecture and cloud-native further complicated things.

Monolithic applications were considered the standard way
of creating applications up until recently, as most applications
were constructed as one unit. This means that all layers of
an application from its user interface, data access layer, and
data storage would be contained inside the same program or
process, from one single platform /cite[b4]. The benefits of
such an approach are ease of deployments, ease of testing,
and memory sharing, making the application faster than com-
munication from service to service. One of the main problems
with a monolithic approach is scalability. If any single part
of the application would exceed its peak handling, the entire
application with all layers would be required for scaling. This
would account for larger resource provisioning than needed,
amounting to higher costs and complexity. To operate cost-
efficiently, servers would host multiple applications in order
to reduce the cost of hardware, licensing, and maintenance.
This was possible due to the use of virtualization technology.

With the adoption of virtualization and cloud computing,
what would previously be considered a physical node, would
be replaced with a virtual machine. Each virtual machine
would be treated as its own logical device, each with its own
operating system and networking, just as managing dedicated
hardware.

This concept grew further with the introduction to In-
frastructure as a Service (IaaS), enabling companies to re-
place their entire infrastructure with virtualized data centers.
This meant giving users access to fast deployments of not
only servers but the underlying infrastructure with virtualized
routers, networks, load-balancers, and more [13]. Since each
physical node still would only have one connection to the
physical switch, software-defined networking was introduced,
enabling users to create their own virtual networks, routing
traffic from the physical nodes Network Interface Card (NIC),
to their respective virtual machines virtual NIC.

This change meant that packets would need to be proxied
through physical routers or load balancers to the virtual routers



within the cloud platform. This worked fine as long as all
virtual machines would have their own dedicated IP and port.
For smaller companies and businesses needing public access
to resources without large public IP pools, routing could be
performed based on the cleartext destination address in headers
or server name indication (SNI) headers. Unfortunately, the
SSH protocol does not contain any data about its destination
address in its header nor any SNI data, making port-routing
the only possible option.

The change from physical hardware to virtualization further
escalated from application containment in virtual machines to
service containment’s in pods, after most notably Netflix´s
release of OSS and Google’s introduction of Kubernetes,
fueling usage of microservices architecture and the concepts
of working cloud-native [10].

By utilizing an older concept of Service Oriented Architec-
ture (SOA), a specialization of SOA was created under the
name Microservices, where each service within an application
would be contained as an independable, deployable, and
upgradeable system [6]. Instead of having one large applica-
tion as with monolithic applications, microservices introduced
mesh networks with many services working together, ensur-
ing scalability [7], modularity, reducing complexity [8]and
enabling distributed development [9].

With the use of containment for application services within
its own space; also known as pods, enabled the reuse of
services, mitigating incompatibility issues between application
services as well as enabling easy scalability and upgrades
without downtime. REST APIs would enable inter-cluster
connectivity for enabling communication between services,
acting as its own virtual private network within the cluster
pods. While there was still a need for cloud computing, the
use of Kubernetes further abstracted the concepts of servers
by running so-called clusters, containing multiple nodes as one
large unit. This meant that developers now could deploy on-
demand resources and services fast to existing clusters with the
help of code, without deep knowledge of system management
or networking, further introducing concepts such as DevOps
and Continuous Integration/Deployment.

As developers now could generate resources on-demand,
the DevOps methodology quickly came to life. The concept
proposed that developers writing application code would be
the best-suited individuals at debugging those same applica-
tions. To further streamline the process, DevOps pipelines
were introduced, enabling development on local machines
before pushing changes to a git repository for automatic code
checks, vulnerability scanning, packaging codebase to contain-
ers, shipping containers to repositories, deploying to staging
servers, and much more. This process made the developer in
combination with automation tools, in charge of larger parts
of the process.

For most of its work, automation tools require further
privileges not only in their own environment but often for
entire clusters and sometimes outside clusters depending on
the scope of their work. These privileges are usually done
through certificates in combination with password-less login.

As opposed to traditional SSH certificates where a client
initiated a connection directly to a server, in a microservice
environment each pod would require inter-connectivity and has
a much larger amount of contained units, each with its own
connection point and storage of keys.

When deploying nodes, networks, load balancers, or other
deployment types to a cluster, one operates with the concept of
cloud providers. A cloud provider is a shared interface used
for cloud providers such as public or private cloud vendors
to implement a plug-and-play connection between controllers
and the cluster, making it possible to provision and manage
the resources from Kubernetes as needed. [11]. Due to the
failover features of Kubernetes, any failed events that can not
recover would initiate pod deletion and be replaced with a new
provisioned pod, known as the cattle principle.

One of the core concepts of the DevOps methodology is
the Cattle versus Pets model. In the Pets model, each server is
set up with the goal of working its entire service time, being
either indispensable or requiring the services to always stay
online. If any problems were to arise in the application, one
would debug the application to bring it back to health, similar
to how a house-pet would be treated at home.

The Cattle concept ties to cloud-native concepts, where each
node is just a number, all replaceable. If any server were to
go down, it would simply be replaced by a new pod/server,
ensuring the availability of the application, often without any
human intervention. One example is how Kubernetes would
self-heal by replacing any unhealthy pod with a new pod
within the service [14]

At the time when the SSH protocol was created, it was
created with the assumption that each device would have
its own key pair. Due to the self-healing capabilities of
Kubernetes, when any faulty pod is discovered, the cluster
would replace the pod with a new pod. If all pods were to have
unique keys, one would need to replace the key for the pod
for all scaling or failover events, as any service connecting to
the pod would see a change of keys and deny the connection,
breaking any and all self-healing capabilities.

The solution to the issue has for most users been to share a
single key-pair in dedicated configuration files for the cluster
named ConfigMaps or secrets. This means that the cluster
would share the key pair with all new pods created so that
all pods would have the same keys. While this allows for
easy connectivity between pods and fluid self-healing events,
it does break the security assumption that each key represents
one device, and any breach to any pod would result in total
control of the cluster.

When deploying cloud resources, the configuration of the
cloud provider is deployed through dedicated YAML deploy-
ment files as mentioned above. To ensure a connection to the
nodes, public keys can be stored as secrets while all other
data should be stored in configmaps. While secrets are usually
encoded in base64, data in configmaps are stored in plaintext.
Despite this, storing keys in configmaps for node deployments
is not only common but also referenced in multiple deploy-
ment instructions for a wide variety of applications. This



is however not recommended, and configmaps are explicitly
described in the official Kubernetes documentation to only be
used for non-confidential data.

For stored keys in deployments, the public key of the user
is added to the deployment YAML file by its secret, and all
other configuration data through the configmap directly. This
abuses one of the security assumptions for the SSH protocol,
that each key is generated in each service. In addition, since
the same public key is stored for all resources in the mesh,
it does not comply with the principle of least privilege, by
giving full access to the cluster and any lateral movement to
the user.

By looking at alternative Kubernetes distributions like
Rancher Labs managed Kubernetes offering Rancher and
Rancher Kubernetes Engine (RKE), the distribution enables
download of the generated cluster keypairs from its User
Interface (UI), enabling all authorized users direct access to
the cluster with the same private keys, breaking the security
assumptions for both client and host-keys.

Since most pods in a cluster would not need to be exposed
to the internet, the concepts of Ingress and Egress were born.
Ingress is a policy for managing incoming traffic to a pod,
and Egress for managing outgoing traffic. While connectivity
directly to pods is supported, such an approach would render
any automated actions in the cluster useless. If we created
a pod and the pod was to fail, the cluster would generate a
new pod with a new IP address. This should in general get our
application back up running again. However, if our application
is referencing the dead pods, it would attempt connection to a
faulty, now deleted pods IP address instead of the replacement
pod, rendering the application non-working.

In order to overcome this, Kubernetes uses a concept
named services. A service acts like a load-balancer and is
an abstraction of a function or feature in our application, that
is run through pods. Any service would represent a group of
pods, so the termination of any pod would generate a new pod
within the same service, ensuring availability.

Each service is represented by its dedicated local IP address
in the cluster, known as a ClusterIP. While ClusterIP is the
default way of exposing services, there are also other ways
of exposing services such as a NodePort where the service
is globally accessible from outside the cluster by using the
combination of the public IP of the cluster node and port
number, or utilizing the LoadBalancer option, making the
service accessible only through the public IP address of the
cloud-providers load-balancer.

In addition to exposing services, the cluster needs net-
working for the management of pods and services. Two
possible solutions for such connectivity are Kubernetes own
management protocol KubeCTL working on top of the TLS
protocol, or making use of the SSH protocol as discussed in
this paper.

As each server needs to contain the public key to all users
that have remote access, identifying and maintaining an up-to-
date record on a per device basis, can get complex and time-
consuming. Adding temporary users such as service accounts,

freelancers, project-based workers, and more, the number of
keys stored can make it hard to identify individual keys
and make it hard to keep track of keys and/or privileges to
be removed. To comply with the security assumptions from
the SSH protocol, each key should be tied to one account
per device, and to conform to security best practices, one
should ensure the concept of least privilege at the user-account
level, while still ensuring temporarily access where and when
needed. This adds to the manual labor of creating accounts
and privileges per device, as well as being prone to human
error.

One solution to combat this problem is to give remote access
to one single device, that has its public key stored on all other
devices. This would make the node act as a bastion host.

However by implementing such a solution, we are not able
to enforce the principle of least privilege without doing group
and user privilege per device, making it hard to scale, creating
a single point of failure for the entire infrastructure, as well as
making it challenging to maintain the user, group and privilege
base [?]

As it has become common to reuse SSH keys throughout all
clustering devices, we break the security assumption that SSH
keys are generated by, and for a single device as mentioned
earlier in this paper. Access to any single device would give
total access to all devices, breaking the integrity of the cluster
as well as the network. This would break the principles of
layered defense and defense in depth/breadth, and make it hard
to enforce modern security practices such as zero trust.

As part of any modern security strategy, zero trust is an
implementation designed to help mitigate risk. Examples of
zero-trust measures are limiting user access with just-in-time
(JIT) and just-enough-access (JEA) risk-based adaptive policy.
These policies ensure that no action can be performed outside
the scope of the work that is authorized and authenticated.
With shared keys such as the ones used in Kubernetes infras-
tructure, keys are generic and not restricted to each individual
user, again breaching another security condition of the SSH
protocol for not having individual keys per user.

Any attempts to implement third-party validations on the
SSH protocol would act as an extension to the remote device,
where the remote device itself would be the authenticating
party and endpoint. The remote server can then in the back-
ground perform requests to other services or files with the
support of other extension or third-party scripts implemented
in the SSH server, enabling two-factor authentication or even
running third-party scripts, enabling more customized func-
tionality such as storing public keys in LDAP [5].

Third-party authorization would still result in the end de-
vice being responsible for the authentication, and a loss of
integrity for a single end device would mean loss of auditing
and accountability. One approach to solve this is to ensure
all connections are directed to a hardened third party for
authentication and authorization before handing over access
to the end-server. Such solutions would not only ensure better
auditing for sessions but also make it possible to restrict the
number of devices exposed, decreasing the overall risk of the



environment.
In order to limit the number of exposed devices at networks,

the concept of SSH bastions was introduced to enable a single
point of entry to networks, while still allowing full access
to the network and its devices. A bastion device can be any
device, often Linux systems, acting as a root entry point to
networks, and in most cases being a hardened device. By
utilizing bastion devices, one would route all public facing ssh
traffic to the bastion device, where the user would authenticate,
and based on their permission levels, be able to further connect
to their needed device.

By not routing the packet, but rather using the protocol
to jump further, one would be able to proxy access multiple
devices over the same port, since no routing would be needed
at the packet level. When shared by many users, it is important
to ensure privileges on the bastion node, especially when
containing SSH keys for other devices. Examples of such
controls would be additional access controls based on IP
addresses tied to usernames, two-factor authentication, and
more.

III. PROPOSED SOLUTION & CONCLUSION

By comparing the current state of the protocol to the initial
requirements and security assumptions set in place by its
creation in 1995, there seems to be a gap between modern-
day use and the protocol’s current state. This is especially
true when it comes to cloud-native environments, but also in
more traditional monolithic computing. While little research
is done in the field, there seems to be a common consensus
that there is a need for better key management, with the
SSH founder Tatu Ylönen leading the way. One of the major
challenges seems to be ensuring not only authentication is put
in place but also authorization. Lastly, there seems to be a
need for unifying access management across platforms and
environments, reducing the need for credentials management.

This paper proposes a solution and can be considered
a direct response to Mr. Ylönen´s previous paper on the
topic ”Challenges in Managing SSH Keys – and a Call for
Solutions” where it is concluded that no appropriate solution
exists at the date of writing. By researching tools, we propose
a solution that would satisfy most requirements for modern-
day server management in a cloud-native world, while also
taking into account newer methodologies such as zero trust.

The proposed solution takes into account several of
Ylönen´s proposed solutions by taking a centralized approach
to access management, building a new authentication solu-
tion on top of, or inside the ssh protocol, utilizing short-
lived certificates, and implementing a solution for machine
to machine access [18] similar to Netflix´s approach with
Bastion´s Lambda Ephemeral Ssh Service (BLESS). All while
taking into account redundancy by utilizing either Kubernetes
or traditional clustering.

By utilizing the open-source tool Teleport, we can make use
of its short-lived certificate generation for enabling session-
based authentication through its own protocol or tunneling

SSH, enabling many to many relations for both users and de-
vices, while still maintaining authentication and authorization
per device.

Teleport describes itself as a cluster containing its three
main services Teleport Auth Services providing authentication,
Teleport Proxy Services, and Teleport Node.

Teleport as a platform works as an identity-aware proxy,
enabling remote access to devices by generating short-lived
certificates. It supports access by SSH, HTTPS, Kubernetes
Clusters, Web applications, relational databases, and more.
By using teleport as an access management platform, one
can maintain a single database with users and privileges,
making user and permission management easier to maintain
as opposed to traditional key management, while also unifying
access management across many environments.

Fig. 1. Teleport [19]

By generating short-lived certificates on a per session basis,
it makes it possible to give temporary access to devices without
transferring user’s public keys to each individual device,
ensuring persistent per session authentication, management,
and auditing, as well as maintaining all the security benefits
of traditional certificate-based access.

The open-source version of Teleport does not support role-
based access management, or external integrations except for
GitHub. We further propose an IAM (Identify and Access
Management) integration with Keycloak for enabling role-
based access controls (RBAC) in Teleport, enabling organi-
zations to use their existing user-base for fast implementation,
as well as ensuring up to date privilege and user authentication
on all devices that correlates with other internal systems,
decreasing administrative management, automation for user
removal and decrease user-error. For organizations using other
RBAC systems, Keycloak would still be able to act as a middle
broker using OAuth 2.0, OpenID Connect, and SAML2.0. [16]
[17], enabling support for a wide range of users.

By utilizing Keycloak, we can further take advantage of
Teleport´s privilege escalation feature, ensuring the concept
of least privilege across the entire environment, while still
ensuring a steady workflow and accessibility for developers
when access is needed. The concept of privilege-escalation
could further be configured for organizations enforcing zero-
trust policies, by enforcing privilege escalation requests across
any devices for all users.



Fig. 2. Teleport [21]

Lastly, due to the risks of having a centrally managed
authentication system compromised, we propose making use
of the Teleport Fluentd plugin, supporting various output
formats such as fluentd itself. With the event output, we
recommend implementing logging to SIEM platforms for
continuous auditing of the environment in combination with
strict access policies and enforcing zero trust with the use of
Teleports privilege escalation feature.
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